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abstract
This paper investigates the classical type I and type II error probabilities of default Bayes factors for a
Bayesian t test. Default Bayes factors quantify the relative evidence between the null hypothesis and
the unrestricted alternative hypothesis without needing to specify prior distributions for the unknown
parameters based on one’s prior beliefs. It is shown that in most typical situations in psychological
research (when either observing no, small, medium or large effects) default Bayes factors are asymmetric
in information, i.e., they result in unequal error probabilities. The tendency to either prefer the
null hypothesis or the alternative hypothesis varies for different default Bayes factors. Although this
asymmetry in information is a natural property of a Bayes factor, severe cases of asymmetry may be
undesirable in a default setting because the underlying default priors are not a translation of one’s prior
beliefs. A calibration scheme is presented to make a default Bayes factor symmetric in information under
certain conditions.
© 2015 Elsevier Inc. All rights reserved.

1. Introduction
We shall focus on the well-known t test of an effect in a normally distributed population with unknown variance, i.e., xi ∼
N (θ, σ 2 ), for i = 1, . . . , n, where θ denotes the population effect
and σ 2 denotes the population variance. We will test the null hypothesis, H0 : θ = 0, which assumes that the population effect
equals zero against the alternative hypothesis, H1 : θ ̸= 0, which
assumes that the population effect is unequal to zero. In a Bayesian
framework, we have to specify prior distributions of the free parameters under both hypotheses. These priors reflect which values
are assumed to be most likely for the free parameters before ob-

serving the data. Therefore, a prior must be specified for the variance under H0 , denoted by π0 (σ 2 ), and a joint prior must be specified for the effect and the variance under H1 , denoted by π1 (θ , σ 2 ).
A Bayesian hypothesis test can then be formulated as
H0 : θ = 0, π0 (σ 2 )
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(1)

Note that under H0 , the restriction θ = 0 can also be viewed as a
prior distribution with point mass at zero.
A natural way to perform a Bayesian hypothesis test is using the
Bayes factor. The Bayes factor is defined as the ratio of the marginal
likelihoods under H0 and H1 , i.e.,
B01 =

∗ Correspondence to: Department of Methodology and Statistics, Utrecht
University, P.O. Box 80140, 3508 TC Utrecht, The Netherlands.
E-mail address: x.gu@uu.nl (X. Gu).

versus H1 : π1 (θ , σ 2 ).

m0 (x)
m1 (x)

.

(2)

The marginal likelihood, mt (x) for t = 0, 1, is the probability
of observing the data x under Ht given the prior πt . Thus,
the Bayes factor B01 quantifies how much more likely the data
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were generated under the null hypothesis H0 with prior π0
in comparison to the alternative hypothesis H1 with prior π1 .
Therefore, the Bayes factor is typically interpreted as a relative
measure of evidence in the data between two hypotheses. If B01
is greater than, equal to, or smaller than 1, this implies that there
is more, equal, or less evidence for H0 relative to H1 , respectively.
For example, if B01 = 10 this implies that the data were 10 times
more likely to come from H0 than from H1 , which clearly implies
evidence in favor of H0 against H1 .
Although type I and type II error probabilities, i.e., the probability of incorrectly selecting H1 while H0 is true and the probability of incorrectly selecting H0 while H1 is true, respectively, are
fundamental elements in classical hypothesis testing, classical error probabilities are often not of focal interest to Bayesians. One of
the reasons is that we do not have to make a dichotomous decision when interpreting Bayes factors. For example, when observing B01 = 10, a researcher can judge for him or herself whether this
is ‘positive’ or ‘strong’ support for H0 against H1 . Thus, we do not
need cut-off values as in classical hypothesis testing where we decide to reject or not reject H0 against H1 depending on whether the
p value is smaller or larger than a prespecified significance level α .
Suggestions have been made how to qualify Bayes factors (Jeffreys,
1961; Kass & Raftery, 1995), e.g., a Bayes factor B01 between 3 and
20 should be interpreted as ‘positive’ evidence for H0 against H1 .
These suggestions however should not be used as strict rules but
more as rough guidelines when interpreting Bayes factors.
Despite the fact that we do not need to make a dichotomous decision in Bayesian hypothesis testing, error probabilities do play a
central role in hypothesis testing using the Bayes factor. We shall
make this more explicit using the following calibration scheme.
First, we generate a hypothesis based on equal prior probabilities,
i.e., P (H0 ) = P (H1 ) = 0.5. Second, parameters are generated based
on the prior density πt under the hypothesis Ht that is generated
in the first step, for t = 0 or 1. Third, data is generated with sample size n according to the normal distribution N (θ , σ 2 ) where θ
and σ 2 are taken from the second step. The Bayes factor B01 is then
computed for these data. If we then select H0 if B01 > 1 and select
H1 if B01 < 1, we would minimize the sum of the type I and the type
II error probabilities on average (e.g., Berger, 1985). Thus, in addition to the intuitive interpretation of the Bayes factor as the relative evidence between two hypotheses, testing hypotheses using
the Bayes factor also satisfies an important frequentist argument.
Although this decision rule minimizes the average sum of
the error probabilities, the separate error probabilities are not
minimized. Therefore, the unknown type I error probability may
be very different from the unknown type II error probability, i.e.,
p0 = P (B01 < 1|H0 ) ̸= P (B01 > 1|H1 ) = p1 . If this is the case, the
Bayes factor has a tendency to either select H0 or H1 . We shall refer
to this as asymmetry in information.
Garcia-Donato and Chen (2005) proposed a correction to the
decision rule to ensure that the error probabilities are equal. They
proposed to select H0 if B01 > c and select H1 if B01 < c, where the
value c > 0 is calibrated such that P (B01 < c |H0 ) = P (B01 > c |H1 ).
Despite the intuitive appeal of this decision rule from a frequentist
perspective, there is no Bayesian justification for this method. The
reason is that the asymmetry in information in the Bayes factor
comes naturally from the chosen priors under H0 and H1 . It may
be that it is easier to generate data under the prior under the null
hypothesis, π0 , that is consistent with data that is generated under
H1 than to obtain data that is generated under the prior under the
alternative hypothesis, π1 , that is consistent with data generated
under H0 . If this would be the case, the Bayes factor does exactly
what it is supposed to do: it would select H1 more often if H0 would
be true than it would select H0 if H1 would be true. Consequently,
the type I error probability would be larger than the type II error
probability. If the priors under H0 and H1 are carefully chosen based
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on the prior beliefs of the researcher, asymmetry in information
is a natural property of the Bayes factor. Therefore it seems more
reasonable to select either H0 or H1 depending on whether B01 is
larger or smaller than 1, respectively, instead of comparing the
observed Bayes factor with the observed c.
In this paper we focus on Bayesian hypothesis testing using
so-called default Bayes factors. We shall use the term default
Bayes factor when a prior is used that is not directly related
to the substantive expectations of the researcher. Default priors
typically contain little information and have distributional forms
that ensure that the Bayes factor is relatively easy to compute. A
potential issue with default Bayes factors lies in its interpretation.
The potential issue is that the outcome of a default Bayes factor
is a default quantification of the relative evidence between two
hypotheses. This default outcome may be very different than the
subjective relative evidence in the data between the hypotheses
if priors were used that are based on the researcher’s substantive
beliefs. For example a popular default prior is to set a Cauchy
prior for the standardized effect under H1 centered around 0
with scale 1 (Rouder, Speckman, Sun, Morey, & Iverson, 2009),
and set noninformative improper Jeffreys priors for the variances
under both hypotheses. This prior has good theoretical properties.
For example, it avoids the information paradox, see Liang, Paulo,
Molina, Clyde, and Berger (2008). This Cauchy prior however
implies that we expect that there is 50% chance to find an absolute
effect that is larger than 1 (i.e., an effect that is larger than 1
or smaller than −1) before observing the data. In psychological
research however we hardly ever observe absolute effects larger
than 1, and therefore, it is not realistic that the effect follows
this Cauchy distribution if H1 would be true. Consequently, the
relative evidence as quantified by the default Bayes factor based
on this Cauchy prior may have been very different from the Bayes
factor that would have been obtained when the researcher would
have carefully formulated a prior based on external substantive
knowledge.
In this paper we investigate the error probabilities of commonly
used default priors in typical situations in psychological research
where the effect is either zero, small, medium, or large (corresponding to standardized effects of 0, 0.2, 0.5, or 0.8 according to
Cohen, 1992) while considering different sample sizes of n = 20,
50, and 100. Note that error probabilities for larger samples are not
very interesting because as the sample size grows to infinity the
error probabilities go to zero. In the case of limited data, which is
typical in psychological research, understanding the (classical) error probabilities is useful because of the following three reasons.
First, default Bayes factors are based on default priors which
typically do not reflect the prior beliefs of a researcher. For
this reason it is useful to know whether a default Bayes factor
has a tendency to either select H0 or H1 in standard situations
encountered in psychological research because there is no reason
to either prefer H0 or H1 more than the other from a subjective
point of view because the priors are not based on subjective prior
beliefs.
Second, as was mentioned above Bayes factors minimize the
sum of the error probabilities when generating data under the
respective models and priors. Default Bayes factors are typically
not based on proper priors from which we can sample. For
example, the priors of the nuisance parameters can be improper
(such as in the Cauchy prior approach) or the priors are based
on the observed data (such as in the intrinsic Bayes factor Berger
& Pericchi, 1996 or the fractional Bayes factor O’Hagan, 1995).
Therefore we do not know under which conditions (priors) the sum
of the error probabilities is minimized when using default Bayes
factors.
Third, from the error probabilities we will learn which of the
two models (i.e., the null or alternative) is best in predicting data
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coming from the other model. Thus we will find out whether (i)
H1 is better in predicting data that come from H0 or (ii) whether
H0 is better in predicting data that come from H1 . Because H0 is
nested in H1 one might expect that scenario (i) is more likely than
scenario (ii). On the other hand, Bayes factors automatically correct
for model complexity and therefore it is not automatically true
that a Bayes factor has a tendency to prefer the larger unrestricted
model under H1 . Furthermore, we will look at typical scenario’s
in psychological research where the standardized effect under H1
is most likely between 0 and 1 (e.g., Cohen, 1992). For example a
medium effect of 0.5 may be ‘‘closer’’ to H0 than to H1 when using
a Cauchy prior for the standardized effect under H1 with a scale of
1. This suggests that the default Bayes factor based on this Cauchy
prior has a tendency to actually prefer H0 when generating medium
effects under H1 .
As will be shown certain default Bayes factors may result in very
different type I and type II error probabilities. If a researcher finds
this undesirable there are two possible solutions. The first solution
is to construct a prior that corresponds to one’s subjective beliefs.
The second solution, which may be useful in the case of limited
prior knowledge, is to use a default Bayes factor that is close to
being symmetric in information. At the end of the paper a method
is discussed how the default prior can be tuned so that we obtain
a Bayes factor that results in almost equal error probabilities in
certain scenario’s. Note that combining Bayesian and frequentist
properties is not new (e.g., Berger, Boukai, & Wang, 1997; Good,
1992). So far, however, we have not seen that the two approaches
are combined in this manner. Morey, Wagenmakers, and Rouder
(in press) criticized the way of choosing default priors based on
frequentist error probabilities in two aspects. First, it may render
inconsistent Bayes factors. As will be shown in Section 6 of this
paper, however, the tuned Bayes factor based on our method are
consistent and are not very different from typical default Bayes
factors. Second, it renders Bayes factors that behave like a classical
test statistic (we will elaborate this in Section 5). We agree that
the Bayesian test with tuned Bayes factors will render a similar
decision as the frequentist test where type I and type II errors
are set to be equal. Nevertheless, the proposed method offers a
way to obtain equal error probabilities and a reasonable default
quantification of the relative support for two hypotheses (this will
be elaborated in Sections 6 and 7).
Three different default Bayes factors will be considered for
testing an effect in a normal population: a Bayes factor based
on Zellner’s g prior (Zellner, 1986), a Bayes factor based on an
inverse gamma mixture of g priors (e.g., Liang et al., 2008), which
implies a Cauchy distribution of the standardized effect under H1 ,
and an adjustment of O’Hagan’s fractional Bayes factor (O’Hagan,
1995), which was recently proposed by Mulder (2014). Each of
these Bayes factors contains a tuning parameter which directly
influences the prior variance of the effect θ under H1 . The prior
variance of θ plays a key role in the Bayes factor which can be seen
for example from the Jeffreys–Lindley paradox (Jeffreys, 1961;
Lindley, 1957). Symmetry in information will be investigated for
default choices of the tuning parameters.
This paper is organized as follows. Section 2 presents an empirical example which will be used to illustrated our method. Thereafter, three different Bayes factors are introduced in Section 3. In
Section 4 the type I and type II error probabilities are investigated
of these Bayes factors in a default setting. Section 5 shows how we
can tune these Bayes factors such that they are symmetric in information. Section 6 illustrates the consistency of the tuned Bayes factors. Then a simulation study is conducted to investigate the error
probabilities based on the tuned Bayes factors in Section 7. Section 8 revisits the empirical example based on the tuned default
Bayes factors. We end this paper with a discussion.

2. Empirical example
We reanalyze the t test example used in Howell (2012, p. 196).
An experiment is conducted to assess whether therapeutic touch
(a widely used nursing practice) practitioners are able to identify
which of their hands is below the experimenter’s under blinded
condition. The experiment involved 28 testing sessions of 10 trials.
For chance performance we expect an average of 5 correct trials out
of 10. The difference between the observed score from 0 to 10 and
chance score 5 is assumed to be normally distributed and denoted
by xi ∼ N (θ , σ 2 ), where i = 1, . . . , n and n = 28. To investigate
whether the participants made correct decisions by chance, we
apply the t test to the following hypotheses: H0 : θ = 0 versus
H1 : θ ̸= 0. If H0 is selected, this implies that there is no difference
between the observed score and chance score. If H1 is selected, we
would conclude there is a difference. From the report of Howell
(2012, p. 196), the sample mean equals 0.607, the sample standard
deviation equals 1.663, and the standardized effect equals 0.365.
Throughout this paper we will use this as an illustrative running
example.
3. Bayes factor
The Bayes factor for comparing a null hypothesis H0 against an
alternative hypothesis H1 is defined as the ratio of their marginal
likelihoods (Kass & Raftery, 1995):
BF 01 =


f (x|θ = 0, σ 2 )π0 (σ 2 )dσ 2
= 
,
m1 (x)
f (x|θ , σ 2 )π1 (θ , σ 2 )dθ dσ 2
m0 (x)

(3)

where x = (x1 , . . . , xn )′ and the likelihood of the data is given by



f (x|θ , σ 2 ) = (2π )−n/2 σ −n exp −

1
2σ


2
2
[
ns
+
n
(x̄
−
θ
)
]
,
2

(4)

2
with sample mean x̄ and sums of squares s2 = 1n
i=1 (xi − x̄) .
The integrals in (3) can be computed analytically or numerically
depending on the distributional form of the priors π0 and π1 . The
outcome then quantifies the relative evidence between the two
hypotheses.
Below three different default Bayes factors are described, which
have been proposed in the literature where the prior of θ under
H1 is centered at zero and a single tuning parameter is chosen to
specify the prior variance. We consider the Bayes factor based on
Zellner’s 1986 g prior with tuning parameter g, the Bayes factor
based on a mixture of g priors (Liang et al., 2008) with tuning
parameter r, and the prior adjusted default Bayes factor (Mulder,
2014) with tuning parameter b.

n

3.1. The Bayes factor based on Zellner’s g prior
In the context of regression models Zellner’s 1986 g prior is
widely used in Bayesian hypothesis testing and model selection.
It specifies a normally conditional prior distribution for θ with a
mean of 0 and a variance that contains a scalar parameter g. For the
one sample t-test (1), Zellner’s g prior is defined as π1 (θ , σ 2 |g ) =
π1 (θ|σ 2 , g )π1 (σ 2 ), with

π1 (θ|σ 2 , g ) = N (0, g σ 2 /n),

π1 (σ 2 ) ∝ σ −2 .

(5)

Under H0 , the prior equals π0 (σ ) ∝ σ .
An appealing aspect of the g prior is that the resulting Bayes
factor has an analytic expression. By substituting (5) into (3), the
Bayes factor based on Zellner’s g prior (ZBF) can be obtained as
2

ZBF 01 (x, g ) = (1 + g )

−

n −1
2



1+

−2

g
1+(x̄/s)2

n

2

.

(6)
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Note that x̄/s reflects the observed standardized effect (Cohen,
1992). One can tune the amount of prior information in a relatively
simple way via g, where a large (small) value for g implies a very
vague (informative) prior with a large (small) variance.
A popular choice is to set g = n which results in the socalled ‘unit information prior’ (Kass & Wasserman, 1995), where
the amount of prior information corresponds to the information of
one observation. Other choices for g that have been recommended
in the literature are generally smaller than n. For an overview, see
Liang et al. (2008), for example. Throughout this paper, we will let g
vary in the interval (0, n] so that the amount of prior information
is never less than the amount of information in one observation.
Furthermore, we shall focus on two extreme choices: g = n (‘unit
information’) and g = 1. The latter choice implies that the amount
of information in the prior is equal to amount of information in the
data.

π1 (σ 2 ) ∝ σ −2 ,

(7)

and again we set π0 (σ 2 ) ∝ σ −2 under H0 . The Bayes factor can
then be obtained by integrating the ZBF in (6) over the prior of g,
i.e.,
MBF 10 (x, r ) =



ZBF 10 (g )π1 (g |r )dg .

DBF 01 (x, b) =

0 (n/2)
0 (nb/2)
/
(1 + (x̄/s)2 )−n/2 .
0 ((n − 1)/2) 0 ((nb − 1)/2)
(9)

Throughout this paper we will let b vary between [ , 1]. Note that

Despite the popularity and usefulness of the g prior, it does have
an undesirable property, i.e., it is information inconsistent. This
implies that when the standardized effect x̄/s goes to infinity the
Bayes factor ZBF 01 does not go to zero, which would be expected
in this extreme situation, but instead it converges to a constant. A
way to avoid the problem is by putting a probability distribution
on g. The resulting prior on θ under H1 is then a mixture of g priors
(Liang et al., 2008). The choice of an inverse-Gamma (1/2, r 2 /2) on
g is becoming increasingly popular (e.g., Rouder et al., 2009). Thus
the prior distribution is given by

π1 (g |r ) = inv-Gamma(1/2, r 2 /2),

specification, resulting in a marginal updated prior for θ under H1
of π1 (θ|xb ) = t (x̄, s2 /(nb − 1), nb − 1), i.e., a Student t density
with mean x̄, scale parameter s2 /(nb − 1), and degrees of freedom
nb − 1. Thus, if b is large, the prior variance will be small, and
vice versa. However it has been advocated that the prior under H1
should be symmetrical around 0 and nonincreasing for |θ| because
0 is the focal point of our hypothesis test (e.g., Berger & Delampady,
1987; Jeffreys, 1961). For this reason, Mulder (2014) proposed an
adjustment such that the underlying prior has a t (0, s2 /(nb −
1), nb − 1) distribution, which is centered at 0 and nonincreasing
in |θ|. The resulting prior adjusted default Bayes factor (DBF) for
the Bayesian t test can then be expressed as

2
n

3.2. The Bayes factor based on a mixture of g priors

π1 (θ|σ 2 , g ) = N (0, g σ 2 /n),
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(8)

Note that MBF 01 can be obtained as a reciprocal of MBF 10 . Although
an analytical expression for Eq. (8) does not exist, we can obtain
the outcome using either a Laplace approximation (see Liang et al.,
2008) or an approximated Savage–Dickey method (see Morey,
Rouder, Pratte, & Speckman, 2011).
In this prior, we can obtain the conditional prior for θ given
2
σ
out g in the joint prior, i.e., π1 (θ|σ 2 , r ) =
 by integrating
π1 (θ|σ 2 , g )π1 (g |r )dg. This implies that the standardized effect
θ/σ
√ has a Cauchy prior centered at 0 with scale parameter
n. Throughout this√paper we will let r vary in the interval
r/ √
(0, n] because r = n also corresponds to ‘unit information’,
similar as by setting g = n in√the ZBF. For the MBF, we
consider
√ two default choices: r = n (Rouder et al., 2009) and
r = n/2 (http://bayesfactorpcl.r-forge.r-project.org/). Note that
both choices do not reflect very realistic prior distributions for
substantive researchers because the prior probability of observing
an absolute effect larger than 1 would
√ be equal to 50%
√ and 29.5%,
respectively, when setting r =
n and r =
n/2. These
probabilities are substantially larger than what we would expect
in substantive research.
3.3. Prior adjusted default Bayes factors
The prior adjusted default Bayes factor was introduced by
Mulder (2014) as a modification of O’Hagan’s (1995) fractional
Bayes factor (FBF). In the FBF a fraction b is taken from
the likelihood of the data, i.e., f (x|θ , σ 2 )b , for default prior

the minimal choice of 2n corresponds to the amount of information
of two observations, which is the minimal number of observations
needed to obtain a proper updated prior. As can be seen, the value
b = 1n is not allowed because it implies a density with zero degrees
of freedom in the updated prior, which is improper. For
√ the DBF,
we consider two default choices: b = 2/n and b = 1/ n, where
the latter choice was proposed by O’Hagan (1995), with the goal of
reducing the sensitivity of the Bayes factor to the prior distribution.
3.4. Application of default choices to the empirical example
Different choices of g, r, and b may result in Bayes factors that do
not have a consistent preference towards either H0 or H1 . Consider
the empirical example from Section 2 in which x̄ = 0.607, s =
1.663, and a standardized effect of 0.365 for n = 28. Using ZBF
with g = 1 (Default 1) renders ZBF 01 = 0.606 which is in favor
of H1 , and with g = n (Default 2) renders ZBF 01 = 1 which√does
not prefer any hypothesis.
√ In addition, the choices of r = n/2
(Default 1) and r =
n (Default 2) render MBF 01 = 0.83 and
MBF 01 = 1.√
26, respectively, and the choices of b = 2/n (Default 1)
and b = 1/ n (Default 2) render DBF 01 = 1.12 and DBF 01 = 0.46,
respectively.
Based on these outcomes we cannot determine which hypothesis is preferred by the data because different default Bayes factors
differ in their preference towards either H0 or H1 based on the observed data. In these default Bayes factors, the underlying default
priors do not directly reflect substantive believes about the model
parameters, and therefore, we cannot choose either one of these
outcomes to get an idea in which direction the data are most likely
pointing. In this situation it would be insightful to know whether
these default Bayes factors have a tendency to prefer either
√ H0 or
H1 . For example if the default Bayes factor MBF with r = n has a
tendency to prefer H0 for example (which implies that the type I error probability is smaller than the type II error probability), the observed (small) preference towards H0 (MBF 01 = 1.26) might very
well be caused by the asymmetry of the default Bayes factor. For
this reason it would be interesting to investigate how large the type
I and type II error probabilities are for these default Bayes factors.
This is discussed in the following section.
4. Error probabilities of default Bayes factors
By means of the empirical example above it was illustrated that
the choices of g, r, and b play an important role in hypothesis
testing. In this section we investigate whether Bayes factors based
on certain default choices for g, r, and b have a tendency to either
select H0 or H1 based on their type I and type II error probabilities.
This will be done by calibrating Bayes factors under H0 and H1 .

134

X. Gu et al. / Journal of Mathematical Psychology 72 (2016) 130–143

Fig. 1. Sampling distributions of the logarithm of the ZBF 01 based on g = 1 (panel a), g = 50 (panel b) and g = 9.4 (panel c) where θ = 0.4 is assumed under H1 . The dark
grey area represents the error probability under H0 and the light grey area represents the error probability under H1 .

4.1. Sampling distributions of the Bayes factor under H0 and H1
The three Bayes factors can be used as a test statistic where we
select H0 when BF 01 > 1 and select H1 when BF 01 < 1. Because of
the clear relation with classical hypothesis testing, it is interesting
to investigate the sampling distribution of each Bayes factor for
a given population. This sampling distribution can be obtained in
three steps: (i) sample K data sets x(k) with fixed sample size n, for
k = 1, . . . , K either from H0 or from H1 ; (ii) compute the sample
mean x̄(k) , the sample standard deviation s(k) , and the resulting
(k)
Bayes factor BF 01 via (6), (8), or (9) for all K data sets; and (iii)
plot the distribution of the Bayes factor based on the sampled
outcomes.
Let us assume σ 2 = 1 under both H0 and H1 , and under H1 the
effect is equal to θ = 0.4. Thus, under H0 we generate data according to xi ∼ N (0, 1), and under H1 , we generate data according to
xi ∼ N (0.4, 1). Note that we do not sample data by sampling effects from the default priors under H0 and H1 . The reason is that
these priors do not represent substantive beliefs, and that we cannot sample the variance σ 2 because noninformative improper priors are used.
The sampling distributions are displayed in Fig. 1 under H0
(solid line) and under H1 (dashed line) for different choices for g:
Panel (a) displays the sampling distribution of the logarithm of the
ZBF for H0 against H1 for g = 1 and panel (b) displays the sampling
distribution for g = n = 50. In addition, the sampling distribution
in panel (c) is obtained based on g = 9.4, which will be discussed
in Section 5.
Fig. 1 shows that the distribution of the ZBF highly depends on
g. More specifically, when g = 1, the ZBF is distributed around
relatively small values, i.e., the means of the sampling distribution
of ZBF 01 under H0 and H1 are 1.15 and 0.33, respectively. When
g = n, the ZBF is distributed around relatively large values, i.e.,
the means of the sampling distribution under H0 and H1 are 5.07
and 0.72, respectively. This suggests a preference towards H0 when

g = n, and a preference towards H1 in the case of g = 1. When
g = 9.4 there is not clear preference towards either one of the two
hypotheses. This will be made more explicit in Section 4.3.
4.2. Error probabilities for default choices of g, r, and b
The preference towards either H0 or H1 can be observed more
precisely by computing the error probabilities. We shall define the
error probability, p0 , of H0 as the probability that BF 01 < 1 given
that H0 is true, i.e., p0 = P (BF 01 < 1|H0 ), which corresponds to
the type I error in the classical sense, and the error probability, p1 ,
of H1 as the probability that BF 01 > 1 given that H1 is true, i.e.,
p1 = P (BF 01 > 1|H1 ), the type II error probability. Regarding the
D
three Bayes factors discussed earlier, we let pZt , pM
t , and pt , for t = 0
or 1, denote the corresponding error probabilities in ZBF, MBF, and
DBF, respectively.
The error probabilities can be obtained from the sampling
distribution of the Bayes factor as the proportion of samples
generated under a hypothesis resulting in preferring the other
hypothesis. Table 1 provides an overview of the error probabilities
for the ZBF , MBF , and DBF based on their default choices for g, r, and
b, respectively. As can be seen in Table 1 (rows p0 , p1 , and p0 + p1 ),
default choices for g, r, and b result in unequal error probabilities
under H0 and H1 . For example, it can be seen that g = 1 renders a
small pZ1 = 0.052 but a large pZ0 = 0.244, whereas g = n renders a
large pZ1 = 0.214 but a small pZ0 = 0.048. These values can also be
found in Fig. 1 where the dark grey area represents pZ0 and the light
grey area represents pZ1 . These error probabilities clearly show that
the ZBF has a tendency to select H0 if g = n, and it has a tendency
to select H1 if g = 1. A similar pattern can be seen for both default
choices of b in the DBF . Furthermore, both default choices of r in the
MBF result in considerably larger type II errors
√ than type I errors.
In this specific setting, the MBF with r =
n seems to be most
asymmetric in information with a type II error probability that is
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Fig. 2. Error probabilities pD0 (solid line) and pD1 (dashed line) when b ∈ ( 1n , 1], based on an effect size under H1 of θ = 0.2, 0.5, or 0.8 and σ 2 = 1 (displayed in the columns)
and a sample size of n = 20, 50, or 100 (displayed in the rows). In the intersection b∗ the error probabilities are equal.

Table 1
Error probabilities of the Bayes factors using different tuning parameters (n = 50,
θ = 0 and σ 2 = 1 under H0 , and θ = 0.4 and σ 2 = 1 under H1 ) with error
probabilities defined as p0 = P (BF 01 < 1|H0 ) and p1 = P (BF 01 > 1|H1 ), and
p̃0 = P (BF 01 < 31 |H0 ) and p̃1 = P (BF 01 > 3|H1 ).
ZBF

p0
p1
p0 + p1
p̃0
p̃1
p̃0 + p̃1

MBF

√

g =1

g =n

r =

0.244
0.052
0.296
0.016
0.000
0.016

0.048
0.214
0.262
0.014
0.068
0.082

0.079
0.213
0.292
0.017
0.085
0.102

n/2

r =

√

0.035
0.315
0.350
0.010
0.153
0.163

DBF
n

b=

2
n

0.043
0.238
0.281
0.011
0.087
0.098

b = √1n
0.151
0.090
0.241
0.041
0.000
0.041

9 times larger than the type I error probability. In sum, all default
choices result in Bayes factors that are asymmetric in information
in this situation which would be typical in psychological research.
One may object to the choice of ‘‘selecting’’ a hypothesis based
on a Bayes factor that is larger or smaller than 1 because Bayes
factors close to 1, e.g., B01 = 1.5, do not imply any clear evidence
towards one specific hypothesis anyway. For this reason we also
looked at the error probabilities when the wrong hypothesis
receives three times more evidence from the data than the true
hypothesis, i.e., p̃0 = P (BF 01 < 31 |H0 ) and p̃1 = P (BF 01 > 3|H1 ).
The interval ( 31 , 3) can then been as a ‘‘no decision’’ region (similar
as in Berger, Brown, & Wolpert, 1994). The results can be found in

Table 1 (rows p̃0 , p̃1 , and p̃0 + p̃1 ). As can be seen the direction of
the asymmetry is the same as when selecting a hypothesis based
on a Bayes factor larger or smaller than 1. This suggests that the
direction (and the severity) of the asymmetry in information of
default Bayes factors does not change a lot when using other cut-off
values than 1. For this reason we shall continue to use the cut-off
value of 1 in the definition of error probabilities throughout this
paper.
4.3. Error probabilities for other choices of g, r, and b
In the previous section we showed that default choices
for the tuning parameters result in default Bayes factors with
unequal error probabilities. In this section we investigate the error
probabilities for other choices of the tuning parameters than the
default choices. We will discuss this in detail for all values of b
in the interval ( 1n , 1] in the DBF for different effects under H1 and
different sample sizes n. The value for b that results in equal error
probabilities, i.e., pD0 = pD1 , will be denoted by b∗ . Similarly, the
tuning parameters that results in equal error probabilities for the
ZBF and MBF will be denoted by g ∗ and r ∗ , respectively, such that
M
pZ0 = pZ1 and pM
0 = p1 .
Fig. 2 displays the plots of the error probabilities pD0 (solid line)
and pD1 (dashed line) for b ∈ ( 1n , 1], for σ 2 = 1, a fixed sample size
of n = 20, 50, or 100, and an effect size under H1 of θ = 0.2, 0.5, or
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Fig. 3. Examples of b∗ , g ∗ , and r ∗ that result in equal error probabilities as a function of the expected standardized effect under H1 and sample size n.

0.8, which typically corresponds to a small, medium or large effect
size, respectively (Cohen, 1992). Because all three default Bayes
factors in (6), (8), and (9) only depend on the standardized effect in
the data, x̄s , the resulting error probabilities also only depend on the
standardized effect in the population, the tuning parameter, and
the sample size. This implies for example that θ = 1 and σ = 2
under H1 would result in the same plots as Fig. 2(b), (e), and (h) for
the respective sample sizes based on θ = 0.5 and σ = 1 under H1 .
In the remaining part of this paper, we will only consider the case
that σ = 1 when generating data which implies that θ corresponds
to a standardized effect. Also note that similar types of figures can
also be obtained as in Fig. 2 for the ZBF and the MBF by letting g
and r vary.
The results in Fig. 2 can be summarized as follows. First,
when b increases, pD0 increases and pD1 decreases. This suggests an
intersection point exists for b = b∗ for a given standardized effect
size and sample size such that pD0 = pD1 . We discuss the existence
of b∗ , g ∗ , and r ∗ in Appendix A. Second, for a given standardized
effect size a larger sample size results in the reduction of b∗ and
the corresponding error probabilities. Note that the default choices
b = 2n and √1n also decrease when increasing the sample size.
The figure suggests b∗ approaches zero and the resulting error
probabilities pD0 = pD1 also go to zero as the sample size increases.
Third, for a given sample size a larger standardized effect size
results in a smaller b∗ and smaller error probabilities. Fourth,
the error probability under H0 is independent of the actual effect
because it is calibrated under H0 . Note that the error probability
under H0 only slightly depends on the sample size for a fixed b.
Hence, the tuning parameters b∗ , g ∗ , and r ∗ that result in equal
error probabilities depend on the sample size n and the standardized effect size θ under H1 . Therefore, we will denote them as functions of θ and n, i.e., b∗ (θ, n), g ∗ (θ , n), and r ∗ (θ , n). Fig. 3 displays
these functions by varying θ from 0 to 1 for a fixed sample size
of n = 20, 50, or 100. As can be seen in Fig. 3(a), the plot indicates
that b∗ (θ , n) is a decreasing function of the standardized effect size
and sample size. Furthermore, Fig. 3(b) and (c) display g ∗ (θ , n) and
r ∗ (θ, n), respectively. As can be seen, g ∗ (θ , n) and r ∗ (θ , n) are increasing functions of the standardized effect size θ and the sample size n. Note that the allowed regions for b, g, and r, i.e., [ 2n , 1],

(0, n] and (0,

√

n], respectively, are also taken into account in these
plots. Therefore, the minimal b∗ = 2n , and the maximal g ∗ = n and
√
r ∗ = n are obtained if the standardized effect is assumed to be
larger than a certain threshold value (e.g., 0.73, 0.52, and 0.39 for
n = 20, 50, and 100, respectively, in the case of g ∗ ).
As an example, Fig. 1(c) shows the sampling distributions of
the tuned ZBF with g = 9.4 and n = 50 under H0 and under a
fixed standardized effect of θ = 0.4 under H1 . As can be seen, the
error probabilities are equal which was not the case for the default
choices as can be seen in Fig. 1(a) and (b). This can also be seen
in Fig. 3(b) that under n = 50 and θ = 0.4 the tuned parameter
g ∗ = 9.4.
The plots in Fig. 3 show an interesting characteristic of the
tuning parameter that results in equal error probabilities. As can
be seen in Fig. 3(b), for example, a large (small) standardized
effect under H1 results in a g ∗ that is also large (small), which, in
turn, implies a large (small) prior variance in (6). This relationship
between the standardized effect θ and g ∗ corresponds exactly with
how g would be chosen based on the expected standardized effect
under H1 in prior specification based on substantive expectations:
If we would expect a large (small) standardized effect under H1 ,
we want the prior variance for θ under H1 to be large (small),
which can be achieved by setting a large (small) value for g. This
relationship also holds for r ∗ and b∗ . Thus, it can be concluded that
well-specified subjective priors result in Bayes factors with good
frequency properties (in the sense that the type I error probability
is close to the type II error probability) for the range of effects that
are likely under the specified prior.
4.4. Final remarks about default choices of the tuning parameters
In this section we observed that default choices of the tuning
parameters may result in default Bayes factors that are highly
asymmetry in information when n = 50 and the true standardized
√
effect is of medium size under H1 . The MBF with r = n (Default
2) which resulted in the largest asymmetry with a type I error
probability that is 9 times smaller than the type II error probability.
This asymmetry can be explained by the fact that this MBF uses
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a Cauchy prior for the standardized effect with a scale parameter
of 1. Under this prior absolute standardized effects larger than 1
are equally likely a priori as absolute standardized effects smaller
than 1 (Morey et al., in press). Consequently, medium effects can
on average be better predicted by H0 than that zero effects can be
predicted by H1 . Furthermore, this MBF resulted in the largest sum
of the error probabilities 0.350 (which is an important property in
Bayesian hypothesis
√ testing). For this reason, this MBF (with tuning
parameter r = n) is not the preferred choice for default Bayesian
hypothesis testing based on the error probabilities. The DBF (with
Default 2) resulted in the least asymmetric results and the smallest
sum of the error probabilities of 0.241 in this specific scenario. To
get a better idea about the error probabilities of the default Bayes
factors in other scenario’s a more thorough simulation study will
be conducted.
Before discussing this simulation study we present a method
on how to set the tuning parameter so that the default Bayes factor
is approximately symmetric in information in a specific scenario.
As was noted by Morey et al. (in press) two issues may arise
with this approach. First, the resulting default Bayes factor may
not be consistent in the sense that the evidence towards a true
alternative hypothesis will not go to infinity as the sample size goes
to infinity. In the following two sections we will show how default
Bayes factors can be obtained that are approximately symmetric in
information and also consistent. The second potential issue is that
the resulting default Bayes factor that is approximately symmetric
in information behaves essentially as a classical test statistic. We
come back to this in the following section and in the discussion.
5. A new default choice for the tuning parameters
In the previous section we observed that the tuning parameters
can be chosen such that the resulting default Bayes factors are
symmetric in information for a specific effect under H1 . We can
use this result to tune the default Bayes factors such that it is
symmetric in information for a specific effect. The problem is
however that the effect under H1 is unknown. Because of this
uncertainty we suggest to specify a distribution of effects for
which the default Bayes factor is symmetric in information. This
distribution of effects, which will be denoted by π ∗ (θ ), should
reflect for which effects we want the default Bayes factor to have
equal error probabilities. The rule for setting the tuning parameter
is
Rule: For a distribution of the standardized effect under H1 , π ∗ (θ ),
and a given sample size n, choose gπ ∗ = Eπ ∗ (θ) [g ∗ (θ , n)], rπ ∗ =
Eπ ∗ (θ ) [r ∗ (θ , n)], and bπ ∗ = Eπ ∗ (θ) [b∗ (θ , n)].
We consider two choices for π ∗ (θ ). The first option is a uniform
distribution in the interval [−1, 1], i.e., π ∗ (θ ) = U (−1, 1), which
implies that small, medium, and large effects are equally likely.
The second option is a normal distribution with mean of 0 and a
standard deviation of 0.6, i.e., π ∗ (θ ) = N (0, 0.62 ), which implies
that small effects are more likely than large effects. Note that 90%
of a normal distribution N (0, 0.62 ) lies within [−1, 1]. We focus on
the interval [−1, 1] because in the social sciences effect sizes larger
than 1 are not realistic. Note that other choices for π ∗ (θ ) could also
be used.
In the case of the DBF, the optimal tuning parameter bπ ∗ can be
computed using the following formula:
bπ ∗ = Eπ ∗ (θ) [b∗ (θ , n)] =

≈ T −1

T




b∗ (θ (t ) , n),

b∗ (θ , n)π ∗ (θ )dθ

(10)

t =1

where θ (t ) is the tth draw from π ∗ (θ ) and the total number of
draws from π ∗ (θ ), T , must be large enough, e.g., T = 1000.
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For each b∗ (θ (t ) , n) an efficient algorithm for the computation
of the optimal tuning parameter is provided in Appendix B. This
procedure can also be used for determining gπ ∗ and rπ ∗ .
Note that the use of the new default choices gπ ∗ , rπ ∗ , and bπ ∗
results in default Bayes factors that work as a classical test statistic.
Thus, when selecting H0 or H1 depending on whether B01 is larger
or smaller than 1, respectively, the type I and the type II error
probabilities are equal on average when the standardized effect
under H1 is sampled from π ∗ (θ ). Consequently, the outcome of the
new default Bayes factor no longer reflects the relative evidence
in the data between the two hypotheses of a researcher. Note
however that a similar issue also arises when using the default
Bayes factors based on default choices for g, r, and b because the
underlying default priors also do not directly reflect substantive
prior beliefs of a researcher.
6. Consistency of tuned Bayes factors
Consistency is a crucial property in Bayesian hypothesis testing.
This property implies that the Bayes factor will always select
the true hypothesis when the sample size is large enough, i.e., it
requires that as the sample size n goes to infinity, the Bayes
factor for the null hypothesis approaches infinity if H0 is true,
and approaches 0 if H1 is true. In this section we show that the
tuned Bayes factors that were proposed in the previous section are
consistent.
It is important to note that the Bayes factors for
√ the null
hypothesis
based on√default choices b = 2/n, b = 1/ n, g = n,
√
r = n/2 and r = n are consistent (Liang et al., 2008; O’Hagan,
1995). The following shows that the tuned Bayes factor based on
bπ ∗ , gπ ∗ , and rπ ∗ are consistent as well, if the tuning parameters
√
are always constrained in b ∈ [ 2n , 1], g ∈ (0, n], and r ∈ (0, n]
which have been specified in Section 3. Here we use the fact that as
n goes to infinity, the observed effect converges to the true effect
in the population.
First we consider the case that H0 is true so that the observed
standardized effect, x̄/s, goes to 0 as n goes to infinity. In this case,
DBF 01 in (9) is a decreasing function of b, and ZBF 01 in (6) and
MBF 01 in (8) are increasing functions of g and r. Then as shown
in Fig. 3, when the sample size increases, b∗ decreases and g ∗
and r ∗ increase for a given effect size unequal to 0. Along this
line of reasoning, it holds that bπ ∗ goes to 0, and gπ ∗ and rπ ∗
go to infinity as the sample size goes to infinity for a calibration
distribution under H1 for which Pr(θ = 0) = 0 holds under π ∗ (θ ).
Consequently, if the observed effect converges to 0, as the sample
size goes to infinity, the tuned Bayes factors for the null hypothesis
1

go to infinity. For example, ZBF 01 → (1 + gπ ∗ ) 2 when x̄/s → 0,
which goes to infinity as n goes to infinity because gπ ∗ goes to
infinity with n.
Second we consider the case that H1 is true so that the observed
standardized effect, x̄/s, converges to a value unequal to 0 as n goes
to infinity. As stated earlier
√ the tuning parameters are constrained
by b ≥ 2n , g ≤ n, and r ≤ n. Therefore, based on Eq. (10) bπ ∗ , gπ ∗ ,
∗
and rπ ∗ under the distribution of standardized effect sizes
√ π (θ )
are constrained as well, i.e., bπ ∗ ≥ 2n , gπ ∗ ≤ n, and rπ ∗ ≤ n. Thus,
the tuned Bayes factors BF 01 are always√smaller than the Bayes
factors under b = 2/n, g = n, and r = n (as can be seen from
(9), for example, DBF decreases as b increases). Consequently, if the
observed effect converges to a value unequal to zero, as the sample
size goes to infinity, the tuned Bayes factors for the null hypothesis
√
go to 0, since the Bayes factors under b = 2/n, g = n, and r = n
go to 0. For example, the DBF under bπ ∗ is smaller than the DBF
under b = 2/n which goes to 0 as n goes to infinity.
It should be noted that the tuned Bayes factors can be
inconsistent when the tuning parameters are without constraints.
Morey et al. (in press) elaborates that the tuning parameter
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Fig. 4. The logarithm of the DBF against n with default choices of b and bπ ∗ under two distributions of standardized effect under H1 . Note that oe denotes the observed effect
x̄/s.

specified for equal error probabilities may result in inconsistent
Bayes factors. They show that for a specific standardized effect
θ under H1 , the tuned Bayes factor for the null is always larger
than 1 as long as the observed standardized effect x̄/s is less than
half of θ . This implies that as n goes to infinity the tuned Bayes
factors for the null hypothesis do not converge to 0 under the
observed standardized effects that are less than θ /2 but unequal
to 0. For example, for a specific standardized effect of θ = 0.5
under H1 and sample size of n = 100, the tuning parameter in
DBF for equal error probabilities is b∗ = 0.0134 which can be
roughly seen from Fig. 2(h). For an observed standardized effect
x̄/s = 0.24 that is less than half of θ = 0.5, the tuned Bayes
factor under b∗ = 0.0134 is about 1.73 which supports Morey et al.
(in press)’s finding. In our paper, however, we constrain the tuning
parameters in reasonable ranges, i.e., b ∈ [ 2n , 1], g ∈ (0, n], and
√
r ∈ (0, n]. This implies b∗ = 0.0134 in the example above should
be abandoned because it is smaller than 2/n in the case of n = 100.
In fact, our method specifies b∗ = 0.02 according to Fig. 3(a), which
is equal to the default choice b = 2/n. This avoids the inconsistency
issue of the tuned Bayes factors, since the previous studies have
shown the consistency of Bayes factors under default choices of
tuning parameters. Although constraining tuning parameters may
lose the property of equal error probabilities for some specific
standardized effects, we suggest using distributions π ∗ (θ ) of the
standardized effects under H1 to reduce the influence of these
constraints. This specification addresses the consistency issue of
the tuned Bayes factors which will be illustrated below, and still
results in approximately equal error probabilities which will be
shown in the next section.
We illustrate the consistency of the tuned DBF based on bπ ∗
using two distributions of standardized effects, i.e., π ∗ (θ ) =
U (−1, 1) and π ∗ (θ ) = N (0, 0.62 ). The sample size n increases
from 10 to 500. For each n and a distribution of standardized
effects, we compute bπ ∗ using (10) and DBF 01 using (9) with
different observed effects x̄/s = 0, 0.1, 0.2 and 0.5. For an observed

effect x̄/s = 0, the DBF 01 should go to infinity, and for x̄/s = 0.1,
0.2 and 0.5, the DBF 01 should go to 0 as sample size n goes to
infinity.
Fig. 4 illustrates the logarithm of the DBF with respect to n
under different observed effect sizes. First, the logarithms
of DBF 01
√
with two default choices b = 2/n and b = 1/ n are shown in
Fig. 4(a) and (b), respectively, which illustrates consistency since
its logarithm goes to positive infinity under H0 and goes to minus
infinity under H1 . Second, Fig. 4(c) and (d) show the logarithms of
DBF 01 with bπ ∗ obtained using θ ∼ U (−1, 1) and θ ∼ N (0, 0.62 )
under H1 . As can be seen, the logarithm of DBF 01 with bπ ∗ goes
to positive infinity under observed effect x̄/s = 0 and goes to
negative infinity under other observed effects which correspond to
the fact that H1 is true. This suggests consistency of the DBF based
on bπ ∗ under θ ∼ U (−1, 1) and θ ∼ N (0, 0.62 ). Furthermore, it
is interesting to find that the logarithms of tuned DBFs against n
under π ∗ (θ ) = U (−1, 1) in Fig. 4(c) and π ∗ (θ ) = N (0, 0.62 ) in
Fig. 4(d) are similar with the logarithm of the DBF against n under
default choice b = 2/n in Fig. 4(b). This illustrates that the tuned
default Bayes factors also result in reasonable default outcomes
of the relative evidence between two hypothesizes (under the
condition that the default choices of the tuning parameters also
considered to be ‘‘reasonable’’).
7. Numerical simulations
We investigated the error probabilities based on the new
proposals discussed in the previous section and the default choices
in different settings for various conditions that are typical in
psychological research. We also conducted a sensitivity analysis of
our new proposal by considering distributions of effects under H1
that do not correspond to the distribution π ∗ (θ ) that was used to
tune the default Bayes factors.
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Table 2
Choices of b, g, r and error probabilities under two distributions
√ of standardized effect θ and a sample size of n =
√ 20. Note that
for b,√g, and r, Default 1 indicates b = 2/n, g = 1, and r = n/2, respectively, and Default 2 indicates b = 1/ n, g = n, and
r = n, respectively. For b, g, and r, mL(BF 01 ) (H0 ) denotes the median logarithm of BF 01 under H0 and mL(BF 10 ) (H1 ) denotes
the median logarithm of BF 10 under H1 .
n = 20

θ ∼ U (−1, 1)

θ ∼ N (0, 0.62 )

Tuned

Default 1

Default 2

Tuned

Default 1

Default 2

b
pD0
pD1
pD0 + pD1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

0.292
0.235
0.223
0.458
0.472
1.730

0.100
0.077
0.409
0.486
1.435
0.767

0.224
0.195
0.294
0.489
0.656
1.546

0.336
0.260
0.257
0.517
0.391
1.328

0.100
0.077
0.479
0.556
1.445
0.274

0.224
0.195
0.358
0.553
0.666
0.105

g
pZ0
pZ1
pZ0 + pZ1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

7.84
0.203
0.245
0.448
0.882
1.161

1.00
0.253
0.225
0.478
0.230
0.859

20.0
0.085
0.398
0.483
1.299
0.916

6.77
0.219
0.266
0.485
0.822
0.495

1.00
0.253
0.300
0.553
0.231
0.498

20.0
0.085
0.449
0.534
1.300
0.152

r
pM
0
pM
1
M
pM
0 + p1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

1.46
0.209
0.252
0.461
0.548
0.730

2.24
0.116
0.393
0.509
0.866
0.679

4.47
0.065
0.466
0.531
1.510
0.258

1.22
0.231
0.292
0.523
0.427
0.383

2.24
0.117
0.459
0.576
0.860
0.268

4.47
0.066
0.530
0.596
1.518
0.208

Table 3
Choices of b, g, r and error probabilities under two distributions
√ of standardized effect θ and a sample size of n =
√ 50. Note that
for b,√g, and r, Default 1 indicates b = 2/n, g = 1, and r = n/2, respectively, and Default 2 indicates b = 1/ n, g = n, and
r = n, respectively. For b, g, and r, mL(BF 01 ) (H0 ) denotes the median logarithm of BF 01 under H0 and mL(BF 10 ) (H1 ) denotes
the median logarithm of BF 10 under H1 .
n = 50

θ ∼ U (−1, 1)

θ ∼ N (0, 0.62 )

Tuned

Default 1

Default 2

Tuned

Default 1

Default 2

b
pD0
pD1
pD0 + pD1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

0.174
0.151
0.134
0.285
0.734
4.611

0.040
0.041
0.280
0.321
1.936
3.397

0.141
0.148
0.194
0.342
0.852
4.482

0.227
0.194
0.181
0.375
0.521
3.049

0.040
0.040
0.379
0.419
1.891
1.679

0.141
0.148
0.271
0.419
0.806
2.763

g
pZ0
pZ1
pZ0 + pZ1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

28.1
0.136
0.151
0.287
1.464
3.886

1.00
0.245
0.154
0.399
0.232
2.383

50.0
0.048
0.279
0.327
1.741
3.701

21.7
0.188
0.205
0.393
1.358
3.224

1.00
0.245
0.194
0.439
0.241
2.042

50.0
0.049
0.373
0.422
1.758
2.954

r
pM
0
pM
1
M
pM
0 + p1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

3.61
0.145
0.161
0.306
1.332
3.346

3.54
0.075
0.290
0.365
1.306
3.352

7.07
0.038
0.335
0.373
1.987
2.974

2.99
0.165
0.214
0.379
1.138
1.981

3.54
0.075
0.343
0.418
1.293
1.882

7.07
0.038
0.395
0.433
1.964
1.466

7.1. Study 1
First, we consider the case where the distribution of the standardized effect under H1 corresponds with the actual distribution
of the standardized effect, for the case of π ∗ (θ ) = U (−1, 1), and
π ∗ (θ) = N (0, 0.62 ). The tuned parameters and error probabilities
are obtained using (10) with T = 1000 for both π ∗ (θ ) = U (−1, 1)
and π ∗ (θ ) = N (0, 0.62 ). The results in Table 2 (n = 20), Table 3
(n = 50), and Table 4 (n = 100) display all the error probabilities for default choices and new choices for g, r, and b. The last two
rows in each of the fragments for b, g, and r in the tables show the
median logarithm of the Bayes factor for true hypothesis, which
should be larger than 0. The logarithm of the Bayes factors are reported to check whether the tuned Bayes factors still render reasonable default outcomes (i.e., outcomes that are close to the ‘‘accepted’’ default outcomes).

Several conclusions can be drawn from these tables. If the
anticipated distribution of the standardized effect is identical
to the distribution used to generate the data in the simulation
under H1 , Bayes factors based on optimal tuning parameters are
approximately symmetric in information in most cases. Note that
optimal tuning parameters can also render slightly unequal error
probabilities. The reason is that when either a very large or
small effect is sampled from its distribution, the optimal tuning
parameters may attain their boundaries as was illustrated in Fig. 3.
For example, if the observed effect equals 0.9 Fig. 3(c) shows that
the optimal√r ∗ under n = 20, 50, and 100 is equal to the default
choice r = n, and if the observed effect equals 0.2 Fig. 3(b) shows
that the optimal g ∗ is very close to 0.
Furthermore, the tables show that the Bayes factors based on
default tuning parameters are always asymmetric in information.
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Table 4
Choices of b, g, r and error probabilities under two distributions
√ of standardized effect θ and a sample size of n =√100. Note that
for b,√g, and r, Default 1 indicates b = 2/n, g = 1, and r = n/2, respectively, and Default 2 indicates b = 1/ n, g = n, and
r = n, respectively. For b, g, and r, mL(BF 01 ) (H0 ) denotes the median logarithm of BF 01 under H0 and mL(BF 10 ) (H1 ) denotes
the median logarithm of BF 10 under H1 .
n = 100

θ ∼ U (−1, 1)

θ ∼ N (0, 0.62 )

Tuned

Default 1

Default 2

Tuned

Default 1

Default 2

b
pD0
pD1
pD0 + pD1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

0.120
0.110
0.096
0.206
0.880
9.801

0.020
0.026
0.217
0.243
2.282
8.398

0.100
0.121
0.148
0.269
0.985
9.695

0.161
0.144
0.132
0.276
0.719
7.344

0.020
0.026
0.298
0.324
2.285
5.777

0.100
0.120
0.210
0.330
0.989
7.074

g
pZ0
pZ1
pZ0 + pZ1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

64.5
0.105
0.112
0.217
1.885
7.930

1.00
0.242
0.126
0.368
0.242
4.491

100
0.032
0.226
0.258
2.101
7.774

56.3
0.122
0.154
0.276
1.783
5.315

1.00
0.242
0.149
0.391
0.224
3.254

100
0.032
0.281
0.313
2.064
5.092

r
pM
0
pM
1
M
pM
0 + p1
mL(BF 01 ) (H0 )
mL(BF 10 ) (H1 )

6.24
0.105
0.129
0.234
1.842
8.308

5.00
0.053
0.220
0.273
1.633
8.396

10.0
0.026
0.251
0.277
2.306
7.983

5.15
0.129
0.167
0.296
1.683
5.170

5.00
0.053
0.284
0.337
1.642
5.212

10.0
0.026
0.323
0.349
2.322
4.817

This √
asymmetry can be quite severe. For example, if default choice
r = n = 4.47 (Default 2) is used in the MBF when n = 20, Table 2
shows that in the case of θ ∼ N (0, 0.62 ) the error probability
pM
1 = 0.530 under H1 is 8 times larger than the error probability
pM
0 = 0.066 under H0 . This was also observed for another case in
Table 1.
It is also interesting that the optimal tuning parameters also
result in a smaller sum of error probabilities under θ ∼ U (−1, 1)
and θ ∼ N (0, 0.62 ). This is an interesting finding because it
implies that the tuned default Bayes factors are not only symmetric
in information when testing H0 versus H1 , they are also most
likely to select the true hypothesis on average if the distribution
of standardized effect sizes specified in (10) is the same as the
distribution used in the simulation under H1 .
The result of the median logarithm of Bayes factors renders the
following findings. First, the median logarithms of the default and
tuned Bayes factors result in positive evidence for the true hypothesis in all cases. Second, the median logarithms of the Bayes
factors increase with the sample size, which supports the consistency of the Bayes factors under both tuned and default choices.
Third, the choices of bπ ∗ , gπ ∗ , and rπ ∗ under π ∗ (θ ) = U (−1, 1) and
π ∗ (θ) = N (0, 0.62 ) always result in a larger median logarithm of
the Bayes factor under H1 than under H0 . This implies our method
is symmetric in two error probabilities, but not symmetric in terms
of the magnitude of the support for the true hypothesis. This is a
common property of the Bayes factor caused by the fact that it is
easier to find support against H0 instead of finding support for H0
because H0 is a precise hypothesis while H1 is a composite hypothesis. Interested readers are referred to Johnson and Rossell (2010)
who proposed a method where the evidence for the true hypothesis accumulates with the same rate under H0 and H1 .
7.2. Study 2
In the second study the error probabilities were obtained when
the distribution of the standardized effects used for determining
the optimal tuning parameters differs from the actual distribution
of the standardized effects under H1 (Table 5). It can be seen
from the top panel of Table 5 that a misspecified distribution
of standardized effect sizes and the resulting tuning parameters

render unequal error probabilities, which implies that the default
Bayes factors are asymmetric in information.
Furthermore, the sum of error probabilities with respect to
tuning parameters from misspecified distribution of standardized
effect sizes is larger than those from true distribution. Based on
these findings it can be concluded that the performance of the
tuned default Bayes factors depends on whether the true sampling
distribution of effects under H1 corresponds with the chosen
distribution π ∗ that is used for calibration.
However, if we compare the results obtained using the wrong
distribution in the top panel of Table 5 with the results obtained
using the default choices in Table 3, the sum of error probabilities
from the former is usually smaller than and otherwise about equal
to the latter. For example, when θ ∼ N (0, 0.62 ) is true under H1
and π ∗ (θ ) = U (−1, 1) is used for tuning a default Bayes factor,
the resulting sum of the error probabilities equals 0.399 for the
ZBF (see the fourth column of the top panel in Table 5). This sum
is smaller than 0.439 and 0.422 that can be found in the last two
columns of Table 3 for Default 1 and Default 2 for the ZBF.
Furthermore, when specifying a wrong distribution, the difference between two error probabilities in the DBF is smaller than in
the ZBF and the MBF. For example, if θ ∼ N (0, 0.62 ) is true under H1 , and π ∗ (θ ) = U (−1, 1) is used for tuning a default Bayes
factor, this renders pD0 = 0.175 and pD1 = 0.237, pZ0 = 0.066 and
M
pZ1 = 0.333, and pM
0 = 0.064 and p1 = 0.347. This implies that for
distributions of effect sizes that cover most commonly used effect
in the social sciences, the difference between two error probabilities of the tuned DBF is less sensitive to the wrong specification
of distributions of effect sizes than the ZBF and the MBF. As can be
seen in the bottom panel of Table 5, for each specified effect size
the difference between error probabilities may be large. However,
returning to the top panel of Table 5, averaged over a reasonable
distribution of effect sizes for the DBF results in error probabilities
that are similar.
8. Empirical example revisited
The empirical data of Howell (2012, p. 196) is re-analyzed
using default Bayes factors with the new choices for the tuning
parameters. We are interested in testing whether there is
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Table 5
Choices of b, g, r under two distributions of standardized effect θ and error probabilities under true distributions
of standardized effects and a sample size of n = 50.

θ ∼ U (−1, 1) is true
θ ∼ U (−1, 1)

θ ∼ N (0, 0.6 )

θ ∼ N (0, 0.62 ) is true
θ ∼ U (−1, 1)
θ ∼ N (0, 0.62 )

b
pD0
pD1
pD0 + pD1

0.174
0.151
0.134
0.285

0.227
0.214
0.142
0.366

0.174
0.175
0.237
0.412

0.227
0.194
0.181
0.375

g
pZ0
pZ1
pZ0 + pZ1

28.1
0.136
0.151
0.287

21.7
0.075
0.264
0.339

28.1
0.066
0.333
0.399

21.7
0.188
0.205
0.393

r
pM
0
pM
1
M
pM
0 + p1

3.61
0.145
0.161
0.306

2.99
0.087
0.274
0.361

3.61
0.064
0.347
0.411

2.99
0.165
0.214
0.379

n = 50

θ = 0.2 is true
θ ∼ U (−1, 1)

θ ∼ N (0, 0.62 )

θ = 0.5 is true
θ ∼ U (−1, 1)

θ ∼ N (0, 0.62 )

b
pD0
pD1
pD0 + pD1

0.174
0.175
0.483
0.658

0.227
0.205
0.440
0.645

0.174
0.172
0.022
0.194

0.227
0.214
0.018
0.232

g
pZ0
pZ1
pZ0 + pZ1

28.1
0.065
0.667
0.732

21.7
0.082
0.632
0.714

28.1
0.073
0.048
0.121

21.7
0.087
0.048
0.132

r
pM
0
pM
1
M
pM
0 + p1

3.61
0.062
0.682
0.744

2.99
0.075
0.638
0.713

3.61
0.077
0.087
0.164

2.99
0.093
0.060
0.153

n = 50

2

difference between the observed score and chance score, i.e., H0 :
θ = 0 versus H1 : θ ̸= 0 using default Bayes factors.
We use the two tuned Bayes factors which are approximately
symmetric in information under the distributions: π ∗ (θ ) =
U (−1, 1) and π ∗ (θ ) = N (0, 0.62 ). The optimal choice for the
tuning parameters for ZBF, MBF, and DBF are obtained given a
sample size of n = 28, using the algorithm in Appendix B. The
resulting Bayes factors are displayed in Table 6 for the two tuned
choices and the two default choices. The table shows that the ZBF,
MBF, and DBF based on the tuned choices all favor the alternative
hypothesis which assumes there is a difference between the
observed score and chance score, whereas they favor different
hypotheses under two default tuning parameters. This suggests
that different default Bayes factors render similar results as long as
the tuning parameters are chosen based on the calibration scheme
discussed in Section 5. The relative evidence for H1 however is
quite small. In order to draw more decisive conclusions more data
need to be collected.
9. Discussion
In this paper we investigated the type I and type II error
probabilities of default Bayes factors in Bayesian hypothesis testing
of a population effect with unknown variance. It was shown that
the error probabilities are unequal in situations that are typically
encountered in psychological research (i.e., for sample sizes of 20,
50 and 100, and standardized effects between 0.2 and 0.8). In
certain situations the asymmetry was quite severe. For example
the Bayes factor based √
on a mixture of g priors with default
tuning parameter r =
n (Default 2), which corresponds to a
standardized effect with a Cauchy prior with a scale parameter of

Table 6
Bayes factors obtained using different choices of b,√g, and r. Note that for b, g, and
r, Default 1 indicates√b = 2/n, g = 1, and√
r =
n/2, respectively, and Default
2 indicates b = 1/ n, g = n, and r =
n, respectively. Tuned 1 and Tuned
2 indicate the optimal tuning parameters are obtained using θ ∼ U (−1, 1) and
θ ∼ N (0, 0.62 ), respectively.
n = 28

Tuned 1

Tuned 2

Default 1

Default 2

b
DBF 01

0.248
0.382

0.294
0.344

0.071
1.12

0.189
0.457

g
ZBF 01

12.4
0.730

10.1
0.682

1.00
0.606

28.0
1.00

r
MBF 01

2.20
0.769

1.76
0.723

2.65
0.83

5.29
1.26

1, has a strong tendency to prefer H0 . Thus if one is interested in
default Bayes factors with approximately equal error probabilities,
this default Bayes factor is not recommended. The asymmetry in
information was less severe for the other default Bayes factors.
It was also shown how a default Bayes factor can be tuned such
that the error probabilities for a given sample size and a given distribution of standardized effect under the alternative hypothesis
are approximately equal. Two choices for the distribution of effects
were chosen (namely, a uniform distribution on [−1, 1] and a normal distribution with mean 0 and standard deviation 0.6) which
seem reasonable in psychological research. It was shown that the
resulting ‘tuned’ Bayes factor is consistent in the sense that the evidence for the true hypothesis goes to infinity as sample size goes
to infinity.
Furthermore, two numerical simulation studies showed that
the tuned default Bayes factors also resulted in smaller sums of
the error probabilities (which plays an important role in Bayesian

142

X. Gu et al. / Journal of Mathematical Psychology 72 (2016) 130–143

hypothesis testing) than when using default choices. Therefore
if the true distribution of standardized effect sizes under H1
corresponds with the distribution that is used for tuning the default
Bayes factors, we are more likely to select the true hypothesis and
the error probabilities will also be close to each other.
When the true distribution of standardized effect sizes under H1
does not correspond to the calibration distribution that is used for
the tuned default Bayes factors, the error probabilities will also be
unequal. However, the simulation study shows that the error probabilities are still closer to each other than when using the default
choices. This simulation study also showed that the DBF seemed to
be more robust to misspecification of the calibration distribution
in comparison to the ZBF and the MBF. For this reason, the tuned
DBF may be preferred over the other default Bayes factors.
Furthermore, it was interesting to observe that the ‘‘tuned’’
default prior depends on the expected standardized effect size
under the alternative in the same way as if we would have
specified the prior based on subjective beliefs: when a large
(small) standardized effect is expected, the prior variance of the
effect under H1 is relatively large (small). For example, Fig. 3(a)
shows that a large standardized effect size corresponds to a small
b∗ which suggests a large prior variance in DBF. This implies
that a well-specified subjective prior also results in Bayes factors
with good frequency properties in the range of effects that are
anticipated.
As was elaborated in the paper, the tuned Bayes factor acts
as a classical test statistic. In fact, the test procedure for equal
error probabilities can also be developed in a frequentist test. For
example, we can conduct a classical t test, where the critical value
of t statistic is determined by the sample size and standardized
effect size under H1 such that the type I and type II error
probabilities are equal. For the distribution of the standardized
effect size, an average of critical t values can be obtained using each
standardized effect size from the distribution. The frequentist t test
based on the average of these critical values would have similar
outcomes of selecting H0 or H1 as the Bayesian t test using tuned
Bayes factors.
Finally we want to mention two properties of the tuned Bayes
factors which are not favorable from a Bayesian point of view.
First the method is not coherent when sequentially observing data.
For example assume that we observe a sample, say x1 , and we
would compute a tuned default Bayes factor. If we would observe a
second sample, say x2 , and we would update our tuned Bayes factor
according to Bayes’ theorem, the resulting Bayes factor would
differ from the tuned Bayes factor based on the complete data
set (x′1 , x′2 )′ . Note that this issue is also present in other default
Bayes factors such as the fractional Bayes factor (O’Hagan, 1995)
and certain intrinsic Bayes factors (Berger & Pericchi, 1996).
Another issue lies in the interpretation of the tuned default
Bayes factor. The problem is that the outcome is not the relative
evidence between the hypotheses of the researcher because the
underlying prior is not based on substantive beliefs but instead it
is constructed using frequentist error probabilities. Note however
that this is also an issue with default Bayes factors where default
priors are chosen, not based on substantive expectations but on
theoretical or computational simplicity.
A possible advantage of using a criterion that results in
equal error probabilities, such as the tuned default Bayes factors,
is that there is no tendency to either select the null or the
alternative hypothesis. Furthermore, it selects the true hypothesis
on average more often than default Bayes factors in certain
scenario’s. Consequently when a tuned default Bayes factor results
in a preference towards H0 or H1 for a given fixed data set, this
preference cannot be caused by an a priori tendency to prefer H0
or H1 , respectively.
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Appendix A. The existence of b∗ , g ∗ , and r ∗
Theorem 1. There exists a unique b∗ ∈ (1/n, 1] so that p0 = p1 .
Proof. First note that pD0 = P (DBF 01 < 1|H0 ) and pD1 = P (DBF 01 >
1|H1 ) = 1 − P (DBF 01 < 1|H1 ), and therefore,
pD0 = pD1 ⇔ P (DBF 01 < 1|H0 ) + P (DBF 01 < 1|H1 ) = 1.
Furthermore, we set
cD (b) = pD0 + 1 − pD1

= P (DBF 01 < 1|H0 ) + P (DBF 01 < 1|H1 )
= P (hD (x̄/s) < AD (b)|H0 ) + P (hD (x̄/s) < AD (b)|H1 ),
where DBF 01 = AD (b)−1 hD (x̄/s), with hD (x̄/s) = (1 + (x̄/s)2 )−n/2
0 (nb/2)
0 (n/2)
and AD (b) = 0 ((nb−1)/2) / 0 ((n−1)/2) . Based on the characteristic of
the gamma function, it holds that AD (b) is a strictly increasing
function of b. For this reason, cD (b) is an increasing function of
b ∈ (1/n, 1]. If b → 1/n, then AD (b) → 0 which implies that
limb→1/n cD (b) = 0. On the other hand, if b = 1, then AD (b) = 1
which implies that cD (1) = 2 because hD (x̄/s) < 1. Therefore, a
unique b∗ ∈ (1/n, 1] exists such that cD (b∗ ) = 1, which implies
that pD0 = pD1 . 
The g ∗ ∈ (0, ∞) and r ∗ ∈ (0, ∞) need not exist. For the ZBF,
first note that
ZBF 01 < 1

⇔(1 + g )−

n−1
2

n

(1 + g /(1 + (x̄/s)2 )) 2 < 1
n

⇔(1 + g /(1 + (x̄/s)2 )) 2 < (1 + g )
⇔1 + g /(1 + (x̄/s)2 ) < (1 + g )
⇔(1 + (x̄/s)2 )−1 < ((1 + g )

n−1
n

n−1
2

n−1
n

− 1)/g .

This implies
= P (hZ (x̄/s) < AZ (g )|H0 ) and pZ1 = P (hZ (x̄/s) >
AZ (g )|H1 ), where hZ (x̄/s) = (1 + (x̄/s)2 )−1 and AZ (g ) = ((1 +
pZ0

g)

n−1
n

d
dg

− 1)/g. The first derivative of AZ (g ) is

AZ (g ) = g −2 (1 + g )−1/n [(1 + g )1/n − 1 − g /n].

(11)

The last term is strictly negative, i.e., (1 + g )1/n − 1 − g /n < 0 if n >
1 and g > 0. The reason is that (1 + g )1/n − 1 − g /n is a decreasing
function of g because of its derivative 1n ((1 + g )1/n−1 − 1) < 0, and

(1 + g )1/n − 1 − g /n goes to 0 when g → 0. Therefore, dgd AZ (g ) < 0
which indicates that AZ (g ) is a strictly decreasing function of g.
Thus, as g decreases, p0 increases and p1 decreases. If g → ∞
then AZ (g ) → 0 and therefore pZ0 < pZ1 in the limit. If g → 0
1
then AZ (g ) → n−
. In the case of g → 0, hZ (x̄/s) < AZ (g ) implies
n
2 −1
that (1 + (x̄/s) )
< n−n 1 which implies that pZ0 = P (|x̄/s| >
√
√
Z
1/ n − 1|H0 ) and p1 = P (|x̄/s| < 1/ n − 1|H1 ).
Now if the effect size is larger than approximately √ 2

n −1

P (|x̄/s| <

√1
n−1

|H0 ) > P (|x̄/s| >

√1
n −1

, then

|H1 ) because the distribu-

tions of x̄/s under H0 and H1 are approximately symmetric on θ /2
which is larger than √ 1 . As g → 0, therefore, pZ0 > pZ1 under
n −1
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θ>
pZ0

√ 2 . This renders the result that a unique g ∗
n −1
= pZ1 for θ > √n2−1 .

exists such that

If the effect size is smaller than approximately √ 2
P (|x̄/s| <

√ 1 |H0 )
n−1

< P (|x̄/s| >

√ 1 |H1 )
n −1

such

, then

n −1
that pZ0
pZ1
Z
p1 because

<

as g → 0. Thus, there is no solution of g for pZ0 =
pZ0 < pZ1 for any g > 0. In this case, however, it is still applicable
that the smaller the g, the less the difference between pZ0 and pZ1 .
This forces us to select a g ∗ that is approaching 0 such that pZ0 is as
close as possible to pZ1 . In the case of pZ0 < pZ1 for any g > 0, the
computation algorithm in Appendix B decreases g ∗ and stops until
g ∗ < 0.001. Note that g ∗ = 0.001 is such a small number that
will not much influence gπ∗ that is an average of g ∗ (θ , n) obtained
using different effects from their distribution. The above discussion
of existence for g ∗ can also be applied to r ∗ .
Appendix B. Computation of b∗ , g ∗ and r ∗ given standardized
effect size and sample size
The computation of the optimal tuning parameter b∗ , g ∗ , and
r ∗ resulting in equal error probabilities can be carried out using
a dichotomy algorithm. The basic principle is to gradually adjust
the tuning parameter by first computing the error probabilities p0
and p1 for a certain value of the tuning parameter b, and then let
b decrease (or increase in the case of g or r) if p0 > p1 or let b
increase (or decrease in the case of g or r) if p0 < p1 . Furthermore,
if p0 > p1 when b is smaller than 2/n, then b∗ = 2/n, the allowed
√
lower bound of b in the DBF. Similarly, g ∗ = n and r ∗ = n are
chosen if the resulting p0 > p1 in ZBF and MBF, respectively. The
method is described for determining b∗ in the DBF.
Computing the error probability. We compute the error probabilities
for a given sample size n, standardized effect θ under H1 , and value
for b. The error probabilities can then be obtained as follows.
(k)

(a) Randomly draw K samples of size n under H0 and H1 , i.e., x0 =
(k)

(k) ′

(k)

(x01 , . . . , x0n ) , x1
(k)

(k)

(k) ′

(k)

= (x11 , . . . , x1n ) , where x0i ∼ N (0, 1)

and x1i ∼ N (θ , 1), respectively. Note that variances are set to
1 which is allowed because the ZBF, MBF, and DBF only depend
on the standardized effect x̄/s.

k
(b) Estimate the error probabilities as p̂0 = K1
k I (DBF 01 (x0 , b) <
1), and p̂1 = K1
cator function.



k

I (DBF k01 (x1 , b) > 1), where I (·) is the indi-

Obtaining the optimal b∗ . LB and UB denote the (dynamic) lower and
upper bound of b∗ in this procedure, respectively.
1. Initialize b′ = 2/n, LB = 2/n and UB = 1.
2. Compute pD0 and pD1 using steps (a) and (b).
3. If pD0 > pD1 , then set b∗ = 2/n, and exit algorithm. Else, set
b′ = (LB + UB)/2.
4. Compute pD0 and pD1 based on b′ using steps (a) and (b).
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5. If |pD0 − pD1 |/[(pD0 + pD1 )/2] < eb , given an acceptable
approximation bound eb = 0.01, then set b∗ = b′ and exit
algorithm. Else,
(i) let LB = b′ and b′ = (LB + UB)/2 if pD0 < pD1 .
(ii) let UB = b′ and b′ = (LB + UB)/2 if pD0 > pD1 .
(iii) Go to step 4.
As was discussed in Appendix A, g ∗ and r ∗ need not exist for p0 =
p1 . To obtain the optimal g ∗ and r ∗ , we add an extra step between
steps 4 and 5: If g ′ < 0.001 or r ′ < 0.001 which is a replacement
of b′ , then set g ∗ = g ′ or r ∗ = r ′ and exit algorithm.
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