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abstract
Correlation coefficients play a key role in the social and behavioral sciences for quantifying the degree of
linear association between variables. A Bayes factor is proposed that allows researchers to test hypotheses
with order constraints on correlation coefficients in a direct manner. This Bayes factor balances between
fit and complexity of order-constrained hypotheses in a natural way. A diffuse prior on the correlation
matrix is used that minimizes prior shrinkage and results in most evidence for an order-constrained
hypothesis that is supported by the data. An efficient method is proposed for the computation of the
Bayes factor. A key aspect in the computation is a Fisher Z transformation on the posterior distribution
of the correlations such that an approximately normal distribution is obtained. The methodology is
implemented in a freely downloadable software program called ‘‘BOCOR’’. The methods are applied to a
multitrait–multimethod analysis, a repeated measures study, and a study on directed moderator effects.
© 2014 Elsevier Inc. All rights reserved.

1. Introduction
Correlation coefficients play a central role in social science
research for quantifying the degree of association between
variables (Chen & Popovich, 2002; Cohen & Cohen, 1983). The most
commonly used correlation is the bivariate correlation or Pearson
product–moment correlation, which quantifies the strength of the
linear association between two variables, where a correlation of 1
( 1) implies a perfect positive (negative) linear association and a
correlation of 0 implies no linear association.
Guidelines have been provided by Cohen and Cohen (1983) for
interpreting the strength of the linear association. Correlations of
|r | = 0.2, |r | = 0.5, or |r | = 0.8 are often interpreted as a
small, medium or strong linear association, respectively, where r
is the correlation in the sample. These benchmark values however
should not be used in an automatic fashion because correlations
should be interpreted as relative values, not only relative to each
other, but also to the area of the science or specific content and
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the research method that is employed (Cohen, 1988). For example,
a correlation of, say, .3, between political left–right placement
and educational level may be large for a sociologist while a
correlation of .3 between a treatment dosage and the quality of life
of a patient may be considered small for a medical psychologist.
Therefore, correlations need to be compared with each other when
evaluating the relative strengths between variables. This can be
achieved by testing hypotheses with order constraints between the
correlations under investigation. Many applications can be found
in the literature where hypotheses are formulated with orderconstraints between correlations, such as multitrait–multimethod
applications, repeated measures studies, or when testing directed
moderator effects. We elaborate on these applications at the end
of the paper.
Currently no statistical methods are available to test hypotheses with order constraints on correlations in a direct and adequate manner. For example, if we are interested in testing whether
the correlation between dependent variable 1 (DV 1) and DV 2 is
smaller than the correlation between DV 1 and DV 3, and the correlation between DV 1 and DV 3 is smaller than the correlation
between DV 2 and DV 3, i.e., H1 : ⇢21 < ⇢31 < ⇢32 , against its complement, H2 : ‘‘not H1 ’’, one would typically test a classical null
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hypothesis where all correlations are equal, i.e., H0 : ⇢21 = ⇢31
= ⇢32 against the alternative HA : ‘‘not H0 ’’, using classical
p-values (Krishnamoorthy & Xia, 2007; Preacher, 2006; Raghunathan, Rosenthal, & Rubin, 1996; Steiger, 1980 among others).
This classical test has two possible outcomes: either there is insufficient evidence in the data to reject the null hypothesis or we
reject the null and conclude that at least one pair of correlations is
unequal. The first scenario puts us in a state of ignorance because
we cannot reject the null hypothesis but we also do not receive evidence for the null (Wagenmakers, 2007). In the second scenario,
when there is enough evidence in the data to reject H0 , post hoc
tests need to be performed between pairs of correlations to inves?

?

tigate which correlations are unequal, i.e., ⇢21 = ⇢31 , ⇢21 = ⇢32 ,
?

and ⇢31 = ⇢32 . Multiple tests however need type I corrections
(e.g., Bonferroni) resulting in very conservative tests (Cohen, 1992).
Furthermore, post hoc tests may result in contradicting results
such as ⇢21 = ⇢31 , and ⇢21 = ⇢32 , but ⇢31 6= ⇢32 . Another outcome
is that all pair-wise comparisons are not significant even though
we rejected the null hypothesis that all correlations are equal. Testing multiple constraints on correlations using classical methods is
therefore not recommendable. Furthermore it does not provide us
with an answer whether our order-constrained hypothesis H1 is
supported by the data or not.
For this reason, we focus on a different approach that allows
us to test order-constrained hypotheses on correlations in a direct
and adequate manner. This can be achieved using the Bayes factor,
a Bayesian criterion for hypothesis testing and model comparison.
Bayes factors have a straightforward interpretation as the relative
evidence in the data between two hypotheses (Kass & Raftery,
1995). A useful property of the Bayes factor is that fit and
complexity are incorporated in a natural way when testing order
constraints (Mulder, Hoijtink, & Klugkist, 2010). Bayes factors have
been developed for testing order-constrained hypotheses on group
means in ANOVA models (Klugkist, Laudy, & Hoijtink, 2005), on
measurement means in repeated measures applications (Mulder
et al., 2009), on regression coefficients (Braeken, Mulder, & Wood,
2014), on intraclass correlations (Mulder & Fox, 2013), on factor
loadings in factor analytic models (Peeters, 2012), in multilevel
applications (Kato & Hoijtink, 2006), and structural equation
modeling (Gu, Mulder, Decovic, & Hoijtink, 2014; van de Schoot,
Hoijtink, Hallquist, & Boelen, 2012). A software program with
user-friendly interface was developed by (Mulder, Hoijtink, &
Leeuw, 2012) for computing Bayes factors between hypotheses
with order constraints and equality constraints for (multivariate) ttests, analysis of variance models, multivariate regression models,
and repeated measures.
In the context of testing correlations, Bayes factors have
been developed for testing a null hypothesis where a population
correlation ⇢ equals zero against the alternative that ⇢ is unequal
to zero (Wetzels & Wagenmakers, 2012). Furthermore, Fosdick
and Raftery (2012) showed that a Bayesian null hypothesis test
performed better (in terms of type I and type II error probabilities)
than a classical null hypothesis test for relatively small samples.
This can be explained by the fact that classical methods are
based on large sample theory while Bayesian methods are not.
In this paper we extent the applicability of the Bayes factor for
testing hypotheses with order constraints on the correlations in
unstructured correlation matrices.
The paper is organized as follows. First the testing problem
of order-constrained hypotheses on correlations is introduced in
Section 2. In Section 3 introduces the Bayes factor and posterior
model probabilities. Section 4 the specification of the prior when
testing order-constrained hypotheses on correlations. Section 5
introduces an efficient method for computing these Bayes factors.
Applications of the methodology are illustrated in Section 6. The
paper ends with a short discussion in Section 7.
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2. Order-constrained hypotheses on correlations
2.1. Multivariate normal model
Throughout this paper it is assumed that independent identically distributed data come from a multivariate normal population
with dimension P, i.e., yi ⇠ N (µ, 6), for i = 1, . . . , n, with mean
vector µ and positive definite covariance matrix 6. The covariance
matrix is reparameterized by separating the standard deviations
and correlations according to

6 = DCD,

(1)

where D = diag( ) is a P ⇥ P diagonal matrix containing the P
standard deviations, and C is an unstructured P ⇥P positive definite
correlation matrix. In the correlation matrix C, the off-diagonal element ⇢pq , for p 6= q, represents the bivariate population correlation
between the p-th and the q-th dependent variable which quantifies
the strength of the linear association between these variables. The
correlation matrix C contains 12 P (P 1) distinct correlations, which
are contained in the vector ⇢ (an example is given below). The advantage of the reparameterized model, N (µ, diag( )Cdiag( )), is
that the standard deviations and the correlations ⇢ have a more
intuitive interpretation than the covariance matrix 6. This separation strategy was suggested by (Barnard, McCulloch, & Meng,
2000).
2.2. Formulation of the hypothesis test
A test is considered between a set of T hypotheses {H1 , . . . , HT }
with order constraints on the correlations (in addition to the
constraints that ensure positive definiteness), where
Ht : Wt ⇢ > wt

where ⇢ is the vectorization of the 12 P (P
1) unique correlations
of C, and the matrix Wt and the vector wt contain the coefficients
for the order constraints. Constraints are considered of the form
⇢pq > ⇢p0 q0 and ⇢pq > w , where p, q, p0 , q0 = 1, . . . , P, and
w 2 ( 1, 1), with p > q and p0 > q0 . Thus, each row of the matrix
Wt is (i) a permutation of (1, 1, 0, . . . , 0) with the corresponding
element of wt equal 0; or (ii) a permutation of (1, 0, . . . , 0) or
( 1, 0, . . . , 0) with the corresponding element of wt equal to w 2
( 1, 1). The methods discussed in this paper can also be applied to
other linear combinations of the correlations but we shall focus on
these types of constraints because they are most often formulated
in practice.
The order-constrained space of positive definite correlation
matrices that also satisfies the constraints of Ht will be denoted
by

Ct = {⇢|Wt ⇢ > wt and C is pos. def.},

for t = 1, . . . , T . Throughout this paper we shall refer to the
unconstrained hypothesis, Hu , as the hypothesis with no additional
constraints on the correlations besides positive definiteness of C.
The unconstrained space under Hu is denoted by

Cu = {⇢|C is pos. def.}.

Note that each order-constrained space Ct is nested in the unconstrained space Cu . Positive definiteness will be discussed in more
detail in the following example.
When testing hypotheses with constraints on correlations, the
classical literature discusses different tests depending on whether
the correlations are dependent overlapping correlations, e.g.,
⇢21 > ⇢31 , dependent nonoverlapping correlations, e.g., ⇢21 > ⇢43 ,
or independent correlations which belong to different independent
populations (Krishnamoorthy & Xia, 2007). Examples are given in
the empirical applications in Section 6. The Bayesian method that
will be discussed in this paper can be used directly for all these
three different cases because the method automatically incorporates the complete dependent structure among all correlations.
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Fig. 1. Graphical representation of the space that results in the positive definite correlation matrices. The darker subspace corresponds to the order-constrained subspace
C1 of H1 : ⇢21 < ⇢31 < ⇢32 (left panel) and the order-constrained space C2 under H2 is the complement of C1 (right panel).
Source: Taken from Rousseeuw and Molenberghs (1994) with permission.

2.3. Running example
Throughout this paper we consider a hypothesis test of H1 :

⇢21 < ⇢31 < ⇢32 against its complement H2 : ‘‘not H1 ’’, where
2
3

3. Bayes factors between order-constrained hypotheses
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this reason it is important that a testing criterion is used for testing
H1 and H2 that incorporates these differences. This can be achieved
using the Bayes factor.

The Bayes factor of hypothesis H1 against hypothesis H2 is
defined as the ratio of marginal likelihoods of the two hypotheses,
i.e.,
B12
(2)

0

which assumes that the linear association between the first dependent variable, DV 1, and the second dependent variable, DV 2,
is smaller than the linear association between the third dependent
variable DV 3 and DV 1, which, in turn, is smaller than the linear association between DV 3 and DV 2, versus its complement H2 , which
assumes that ⇢21 < ⇢31 < ⇢32 does not hold. Note that these correlations are dependent and overlapping.
As was noted above, it is necessary that a correlation matrix is
positive definite. Positive definiteness implies that any linear combination of dependent variables has a positive variance. A general
condition that ensures positive definiteness of C is that all eigenvalues are strictly larger than zero. This condition results in quite
complex constraints on the correlations if the dimensions of C are
large (e.g., Joe, 2006). In the above example with a correlation matrix of dimension P = 3, this condition comes down to satisfying
2
2
2
1 + 2⇢21 ⇢31 ⇢32 ⇢21
⇢31
⇢32
> 0 (e.g., (Rousseeuw & Molenberghs, 1994)). For example if ⇢21 = ⇢31 = ⇢32 = .6, the correlation matrix is not positive definite. The variance of the sum of the
variables would be equal to 10 C1 = .6 < 0, which is not allowed
(1 is a vector of ones).
The unconstrained space Cu that results in a positive definite
3 ⇥ 3 correlation matrix is graphically displayed as the ‘outer shell’
in Fig. 1. The order-constrained space under H1 , C1 = {⇢|⇢21 <
⇢31 < ⇢32 and C is pos. def.}, which is a subset of Cu , is displayed
in the left panel. Its complement is displayed in the right panel. As
can be seen, the volumes of the spaces C1 and C2 are different. For

R
f1 (Y|✓ 1 )⇡1 (✓ 1 )d✓ 1
=
= R
,
m2 (Y)
f2 (Y|✓ 2 )⇡2 (✓ 2 )d✓ 2
m1 (Y)

(3)

where ✓ t denotes the vector of the free parameters under hypothesis Ht , ft (Y|✓ t ) denotes the likelihood function under Ht , which
quantifies the information in the data about the parameters, and
⇡t (✓ t ) denotes the prior of the parameters under Ht , which reflects
the information we have about the parameters before observing
the data. The marginal likelihood mt (Y) is a measure of support in
the data for Ht . The Bayes factor B12 therefore quantifies the relative support in the data for H1 against H2 . For example, if B12 = 10,
this implies that H1 receives 10 times more evidence than H2 . Furthermore, if B12 = 1, then there is an equal amount of evidence for
H1 as for H2 . For a thorough discussion of the use of Bayes factors
for testing statistical hypotheses, see for example Hoijtink (2011)
or Kass and Raftery (1995).
In order to compute Bayes factors between constrained hypotheses, priors must be specified for the free parameters under each hypothesis. The prior formalizes which values of the
parameters are most likely before observing the data. When testing order-constrained hypotheses it is natural to use the socalled encompassing prior approach (e.g., Berger & Mortera, 1999;
Klugkist et al., 2005). The basic idea is that an unconstrained (or
encompassing) prior is specified under the unconstrained hypothesis Hu , and truncations are specified for the order-constrained hypotheses in their order-constrained spaces. Thus, ⇡t (µ, , ⇢) =
⇡u (µ, , ⇢)ICt (⇢)/ Pr(⇢ 2 Ct |Hu ), where I{·} (·) is the indicator
function, and the prior probability
R that the order constraints of Ht
hold under Hu , Pr(⇢ 2 Ct |Hu ) = ⇢2C ⇡u (⇢)d⇢ serves as a normalt
izing constant. Hence, the truncated prior under Ht is proportional
to the unconstrained prior in the order-constrained space under
Ht , and zero elsewhere.
After observing the data, the prior distribution is updated
using Bayes’ theorem resulting in the posterior distribution. This
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posterior formalizes which values of the parameters are most
likely after observing the data. Due to the encompassing prior
approach, the posterior under a constrained hypothesis Ht is a
truncation of the posterior under the unconstrained hypothesis.
Thus, ⇡t (µ, , ⇢|Y) = ⇡u (µ, , ⇢|Y)ICt (⇢)/ Pr(⇢ 2 Ct |Y, Hu ),
where the posterior probability that Rthe order constraints of Ht
hold under Hu , Pr(⇢ 2 Ct |Y, Hu ) = ⇢2C ⇡u (⇢|Y)d⇢ serves as a
t
normalizing constant. The Bayes factor can then be expressed as
(Appendix A),
Btu =

mt (Y)
mu (Y)

R

⇢2C
= R t

⇡u (⇢|Y)d⇢

⇢2Ct

⇡u (⇢)d⇢

=

Pr(⇢ 2 Ct |Y, Hu )
Pr(⇢ 2 Ct |Hu )

.

(4)

Thus, the Bayes factor of Ht against Hu is equal to the posterior
probability that the constraints of Ht hold under Hu divided by
the prior probability that the constraints hold. Subsequently, when
using the same unconstrained prior under H1 as under H2 , the
Bayes factor between two constrained hypotheses H1 and H2 can
m (Y)
m (Y) m (Y)
be obtained via B12 = m1 (Y) = m1 (Y) / m2 (Y) = B1u /B2u .
u
u
2
Three interesting observations can be made from (4). First, it can
be seen that the Bayes factor quantifies the change of the relative
evidence between two hypotheses from prior Pr(⇢ 2 Ct |Hu ) to
posterior Pr(⇢ 2 Ct |Y, Hu ) (Lavine & Chervish, 1999). Because
the data is used to update the prior to arrive at the posterior, we
can also say that the Bayes factor quantifies the relative evidence
between the two hypotheses in the data.
Second, the prior probability that the constraints hold, Pr(⇢ 2
Ct |Hu ), can be seen as a measure of ‘relative complexity’ (or size) of
the order-constrained subspace of Ht relative to the unconstrained
space under Hu (Mulder et al., 2010). The posterior probability,
Pr(⇢ 2 Ct |Y, Hu ), on the other hand, can be seen as a measure of
‘relative fit’ of the order constraints of Ht to the data, again relative
to Hu . This illustrates that the Bayes factor balances between fit and
complexity as an ‘Ockham’s razor’ when quantifying the relative
evidence between two hypotheses.
Third, expression (4) shows that we do not need to compute
the actual marginal likelihoods under the order-constrained
hypotheses. Instead we simply need to compute the prior and
posterior probability that the constraints of Ht hold under Hu .
3.1. Prior and posterior model probabilities
A useful property of the Bayes factor is that it can be used to
update the prior model odds to obtain the posterior model odds
according to
Pr(H1 |Y)
Pr(H2 |Y)

= B12 ⇥

Pr(H1 )
Pr(H2 )

.

(5)

In this expression, the prior model probability, Pr(Ht ), and posterior model probability, Pr(Ht |Y), reflect the probability that Ht is
true before and after observing the data, respectively, for t = 1
or 2. It is important to note here that the prior model probability
of each of the order constrained hypotheses, Pr(Ht |Y), has a different interpretation than the prior probability that the constraints
of Ht hold under the unconstrained hypothesis, Pr(⇢ 2 Ct |Hu ),
(Mulder, 2014a). The prior model probabilities reflect the probability distribution on the hypothesis space {H1 , . . . , HT }, while the
latter is a probability in the parameter space conditional on the
unconstrained hypothesis Hu . Note here that Hu does not necessarily have to be an element of the hypothesis space under investigation. The unconstrained hypothesis Hu is simply included
to specify the prior distributions under the order-constrained
hypotheses via the encompassing prior approach.
A commonly used default choice is to set the prior probabilities
of all hypotheses under consideration to be equal, i.e., Pr(Ht ) = T1 ,
for t = 1, . . . , T . In this case, the posterior model probabilities are
PT
equal to Pr(Ht |Y) = ( t 0 =1 Bt 0 t ) 1 .

1.0

0.5

0.0

0.5

1.0

Fig. 2. Marginal priors for ⇢21 based on the joint uniform prior for different
dimensions P of the correlations matrix corresponding to beta( P2 , P2 ) on [ 1, 1].
The dashed line corresponds to a beta( 12 , 12 ) density on [ 1, 1].

4. Specification of the unconstrained prior
In this section we discuss different choices for the prior of
the free parameters under the unconstrained hypothesis. As is
often done we consider independent priors for the means µ, the
standard deviations , and the correlations ⇢, i.e., ⇡u (µ, , ⇢) =
⇡u (µ) ⇥ ⇡u ( ) ⇥ ⇡u (⇢). In this setting, we can set improper
noninformative priors on the nuisance parameters µ and ,
i.e., ⇡u (µ) / 1 and ⇡u ( ) / 1 1 ⇥ · · · ⇥ P 1 for > 0, so that the
unconstrained prior becomes ⇡u (µ, , ⇢) / 1 1 ⇥ · · · ⇥ P 1 ⇥
⇡u (⇢). Below we consider different choices for a proper prior on ⇢
under the unconstrained hypothesis.
4.1. Joint uniform priors
Because the unconstrained space Cu that results in positive definite correlation matrices is bounded (and convex) (note that Cu ⇢
[ 1, 1]P (P 1)/2 , e.g., Fig. 1), it is possible to specify a proper uniform
prior in this space, referred to as the joint uniform prior (Barnard
et al., 2000), given by

⇡uJU (C) / ICu (C).

(6)

Even though this prior seems noninformative, because of its
uniform nature, the joint uniform prior becomes very informative
when the dimension P is large. Joe (2006) proved that a joint uniform (prior) distribution on a correlation matrix of size P implies
marginal (prior) distributions for the separate bivariate correlation with a beta( P2 , P2 ) on the interval ( 1, 1). Fig. 2 displays the
marginal prior of ⇢21 when P = 2, 3, 4, 6, and 10. As can be seen, the
prior probability mass becomes more concentrated around 0 as the
dimension increases. This can also be seen from the subspace Cu in
Fig. 1 for P = 3, which has no probability mass near the boundaries
of the ( 1, 1)3 cube. Thus, the joint uniform prior becomes more
informative as the dimension P increases. This results in more prior
shrinkage towards 0 for large P. This was also illustrated by Barnard
et al. Below we discuss a joint prior for the correlation matrix that
results in marginal priors that are invariant of the dimension.
4.2. A joint prior with marginals independent of P
Barnard et al. (2000) derived a prior for the correlation matrix
by integrating the standard deviations out of an inverse Wishart
prior on the covariance matrix 6, with degrees of freedom ⌫ and
an identity scale matrix IP . This joint prior results in marginal
priors for the separate correlations with a beta( ⌫ P2 +1 , ⌫ P2 +1 )distribution on the interval ( 1, 1). Hence, by setting the degrees
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of freedom to ⌫ = P +  , with 
0, the marginal priors have
1 +1
a beta( +
, 2 )-distribution on ( 1, 1) for any dimension P. The
2
joint prior can be expressed as
IM
u

(P + 1)(P 1)/2 1

⇡ (C|) / |C|

P
Y
p=1

!

|Cpp |

(P +)/2

,

(7)

where Cpp is the principle submatrix of C and the superscript IM
is an abbreviation for invariant marginals. The parameter  can be
used to tune the amount of prior information where a small (large)
value for  results in little (much) prior information. Barnard et al.
used uniform marginal priors for Bayesian estimation, which are
obtained by setting  = 1. In the case of a single correlation
(P = 2), Jeffreys (1961) also suggested this prior with  = 0
for estimation and  = 1 for testing. Furthermore, Fosdick and
Raftery (2012) showed that when testing a bivariate correlation
when P = 2, a Bayes factor based on an unconstrained prior with
 = 0 had most power in the case of small samples in comparison
to Bayes factors with other priors or classical significance tests. For
this reason, we also focus on the prior in (7) with  = 0 such that
prior information and prior shrinkage is minimal.
4.3. Numerical evaluation of the priors
JU

4.3.1. Comparison of ⇡u and ⇡uIM
It has been shown that prior shrinkage results in a loss of support for an order-constrained hypothesis that is supported by the
data when comparing means (e.g., Mulder, 2014b). This is a result of a decrease of the posterior probability that the constraints
hold. Here we illustrate that this is also the case when testing order
JU
constraints on correlations based on the joint uniform prior, ⇡u ,
3 3
with beta( 2 , 2 ) marginals on ( 1, 1) (some shrinkage), and the
prior with invariant marginals with  = 0, ⇡uIM , with beta( 12 , 12 )
marginals on ( 1, 1) (essentially no shrinkage). For our running
example, we generated 100 data sets of size n = 30 with µ = 0,
2
= 1, and ⇢21 = 0, ⇢31 = .2, and ⇢32 = .4 and computed
the posterior probability of ⇢21 < ⇢31 < ⇢32 based on the joint
JU
uniform prior and the prior with  = 0, denoted by p1 and pIM
1 , respectively. Posterior draws for the parameters under Hu can be obtained using MCMC sampling with the algorithm of Liu and Daniels
(2006). For completeness it is given in Appendix B. The posterior
probabilities were estimated as the proportion of posterior draws
that satisfy the constraints based on 500,000 posterior draws, i.e.,
Pr(⇢21 < ⇢31 < ⇢32 |Y, Hu ) ⇡

S
1X

S s=1

I{⇢21 <⇢31 <⇢32 } (⇢(s) ),

(8)

where ⇢(s) is the s-th posterior draw of the vector of correlations,
and S =500,000.
JU
Fig. 3 displays the estimates of the logit of p1 versus the differJU

ence of the logit of pIM
1 and the logic of p1 for all data sets. As can
be seen, when there is support for (against) the order constraints,
JU
i.e., when logit(p1 ) is large (small), logit(pIM
1 ) is larger (smaller) on
JU

average than logit(p1 ). Hence, the prior with invariant marginals
and  = 0 results in more posterior support for an order constrained hypothesis that is supported by the data than when using
the joint uniform prior, as a result of less prior shrinkage. This is an
additional reason for using the prior in (7) with  = 0 when testing order constraints on correlations instead of the joint uniform
prior (besides the fact that the marginal priors are invariant of the
dimension P).
4.3.2. Bayesian testing of order-constrained hypotheses with ⇡uIM
The goal of this numerical study is to investigate the effect of
the sample size and the size of an effect in the direction of the order
constraints on the Bayes factors and posterior model probabilities

Fig. 3. Display of the estimates of the logit of the posterior probability of ⇢21 <
⇢31 < ⇢32 based on the joint uniform prior and the prior with invariant marginals
JU
with  = 0, denoted by p1 and pIM
1 , respectively.

of H1 : ⇢21 < ⇢31 < ⇢32 versus H2 : ‘‘not H1 ’’. To evaluate this, we
considered three different sample sizes, namely n = 30, 100 and
300. Furthermore, data sets were generated with (⇢21 , ⇢31 , ⇢32 ) =
(0, .5 , ), with effect ( 2 ( .6, .6)). For each condition 200
data sets were generated and Bayes factors were computed of H1
against H2 , given by B12 = B1u /B2u based on the encompassing
prior in (7) with  = 0 and  = 5, to also get an idea of the
effect of different choices of  in the prior with invariant marginals.
Again, the probabilities were estimated based on the proportion
of 500,000 draws that satisfy the constraints. Furthermore, we
consider equal prior probabilities, i.e., P (H1 ) = P (H2 ), so that
the posterior model probabilities equal Pr(H1 |Y) = B12 /(B12 + 1)
and Pr(H2 |Y) = 1/(B12 + 1). As a comparison we also computed
the posterior probability that the order constraints hold based on
the improper Jeffreys’ prior. This statistic ignores the difference in
‘relative complexity’ of H1 and H2 because Pr(⇢ 2 C1 |Hu ) ⇡ .1667
and Pr(⇢ 2 C2 |Hu ) ⇡ .8333.
Based on the 200 data sets in each condition, we computed the
median and a 90% credibility interval of the posterior probabilities.
Fig. 4 displays the results. The figure illustrates that the posterior
model probabilities based on the prior with  = 0 is largest for
the true hypothesis because the median posterior probability for
H1 (H2 ) is largest in the case of a positive effect towards H1 (H2 ),
i.e., when > 0 ( < 0). The posterior model probabilities based
on  = 5 performs only slightly worse as a result of prior shrinkage
towards 0. The figure also shows that the posterior probabilities
for H1 when > 0 are approximately equal to the posterior model
probabilities of H2 when the effect is negative (but equal in absolute value). This illustrates that Bayes factors and posterior model
probabilities balance fit and complexity of order-constrained hypotheses on correlations in an adequate way. Finally, the figure
shows that the posterior model probabilities of the true hypothesis increase as the sample size increases. This illustrates how the
power increases when increasing the sample size.
Furthermore, the posterior probability that the constraints hold,
Pr(⇢21 < ⇢31 < ⇢32 |Y), based on the noninformative improper Jeffreys prior is always smaller than the posterior probability for H1 .
The reason is that the statistic Pr(⇢21 < ⇢31 < ⇢32 |Y) ignores the
fact that the relative complexity of H1 is smaller than the relative
complexity of H2 . For example when n = 30, the median of this
posterior probability becomes only larger than .5 when the effect
is larger than .4. This implies that a relatively large effect is needed
before we get support for H1 based Pr(⇢21 < ⇢31 < ⇢32 |Y). When
using posterior model probabilities no the other hand we already
get support for H1 when is slightly larger than 0. For this reason, we recommend to use Bayes factors and posterior model probabilities instead of the posterior probability that the constraints
hold when testing order-constrained hypotheses of different relative complexity.
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Fig. 4. Plots of 90% credibility intervals based on 200 generated data sets for the posterior model probabilities based on the prior in (7) with  = 0 (solid line) and  = 5
(dashed line), and the posterior probability of ⇢21 < ⇢31 < ⇢32 based on the improper Jeffreys prior (dotted line), denoted by post. prob, for data sets of size n = 30, N = 100,
and n = 300. For each criterion, the upper line represents the upper bound, the middle line represents the median, and the lower line represents the lower bound of the
90% credibility interval.

5. Bayes factor computation
The prior probability and posterior probability that the
constraints of Ht hold in (4) can be computed as the proportion
of prior and posterior draws under Hu that satisfy the constraints
as in (8). This estimation method however can be quite inaccurate,
especially when these probabilities are small (Mulder et al., 2012).
For example, when testing a specific ordering of 10 correlations,
the prior probability will be close to 1/10! ⇡ 2.76e 7. This implies
that ‘‘on average’’ there will be approximately 3 draws satisfying
the constraints based on 1e7 prior draws. Thus, to estimate this
probability as the proportion of draws from the unconstrained
prior that satisfy all 9 constraints we need at least 1e10 prior
draws. This is very computationally expensive. For this reason a
new method is proposed for computing these probabilities for a
set of order constraints on the correlations.
5.1. Computation via a Fisher transformed posterior
The Fisher Z transformation was originally developed for
transforming the sampling distribution of the sample correlation
r to a sampling distribution that is approximately normal. Because
the role of r is similar to the role of the true correlation ⇢ in the
sampling distribution function (Appendix C), and because the prior
(7) with  = 0 is relatively uninformative, application of the Fisher
Z transformation to the posterior of the correlation also results in
an approximately normal distribution. The transformation can be
written as

⇠ = F (⇢) =

1
2

log

✓

1+⇢
1

⇢

◆

,

(9)

where ⇠ denotes the Fisher transformed correlation. The posterior probability that the constraints hold is invariant to this
transformation because F (·) is monotonically increasing and symmetrical function around 0, i.e., F ( ⇢) = F (⇢), and therefore, Pr(⇢pq > ⇢p0 q0 |Y, Hu ) = Pr(F (⇢pq ) > F (⇢p0 q0 )|Y, Hu ), and
Pr(⇢pq > w|Y, Hu ) = Pr(F (⇢pq ) > F (w)|Y, Hu ). Thus Pr(Wt ⇢ >
wt |Y, Hu ) = Pr(Wt ⇠ > wFt |Y, Hu ), where all separate elements
in the arguments of ⇠ = F (⇢) and wFt = F (wt ) are transformed
according to (9).
As an illustration, Fig. 5 displays filled contour plots of the
posterior of the correlations (⇢21 , ⇢31 ) (left panels) and the
corresponding posterior of the Fisher transformed correlations
(⇠21 , ⇠31 ) = (F (⇢21 ), F (⇢31 )) (right panels) for two different data
sets with sample correlations (r21 , r31 , r32 ) = ( .4, .4, .4)
(upper panels) and (r21 , r31 , r32 ) = (.8, .4, .3) (lower panels) with
n = 30 (note that for larger samples the normal approximation

will be more accurate due to the central limit theorem). In each
panel, a bivariate normal approximation is also displayed. As
can be seen, the contours of the posterior of Fisher transformed
correlations (⇠21 , ⇠31 ) have an elliptically shape which is a typical
characteristic of a normal density. The shape of the posterior
contours of the correlations (⇢21 , ⇢31 ) on the other hand have a
more triangular shape which is a result of the shape of the space of
positive definite correlations (as can also be seen in Fig. 1). For this
reason a normal approximation of the posterior of ⇠ seems accurate
while a normal approximation of the posterior of ⇢ would not be
accurate. The normal approximation of the posterior of ⇠ is denoted
by N (m̃, Ṽ). The mean vector, m̃, and the covariance matrix, Ṽ,
of the normal approximation can be well estimated using 10,000
draws from the posterior of ⇠ .
5.2. Computing the posterior probability Pr(⇢ 2 Ct |Y, Hu )
When Wt has full row rank, the set of order constraints can be
simplified using the linear transformation ⌘ = Wt ⇠ ⇠ N (m, V),
where m = Wt m̃ and V = Wt ṼW0t , so that Pr(Wt ⇠ > wFt |Y, Hu ) =
Pr(⌘ > wFt |Y, Hu ). In our running example, the transformed vector
would be ⌘ = (⇠31
⇠21 , ⇠32
⇠31 )0 resulting in Pr(⌘1 >
0, ⌘2 > 0|Y, Hu ). This linear transformation allows us to compute
the posterior probability much more efficiently by first dividing the
probability of K constraints into a product of K probabilities on
the separate (conditional) probabilities (Mulder et al., 2012), and
then use the Monte Carlo estimates of the conditional probabilities
noted by Morey, Rouder, Pratte, and Speckman (2011). This new
computational method is described in detail in Appendix D. When
Wt is not of full row rank, this method can only be partly used as is
discussed in Appendix D. The accuracy of this method is analyzed
numerically in Section 5.4.
5.3. Computing the prior probability Pr(⇢ 2 Ct |Hu )
Although the joint prior in (7) is far from normal (e.g., see
Fig. 2 for  = 0), the prior probability that the constraints hold
under this prior can be approximated with the probability that
the constraints hold based on independent normal distributions
for the parameters, e.g., a multivariate normal distribution with
mean 0 and an identity covariance matrix. For example, for our
running example the prior probability that ⇢21 < ⇢31 < ⇢32
holds is very close to 16 ⇡ .1667, which is the probability that the
constraints hold based on independent normals. For this reason,
we can approximate the prior probability Pr(⇢ 2 Ct |Hu ) using
a multivariate normal distribution for ⇢ with zero means and an
identity covariance matrix. Subsequently, we can use the method
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Fig. 5. Contour plots of the posterior density of the correlations (⇢21 , ⇢31 ) (filled contours, left panels) and contour plots of the posterior density of the Fisher transformed
correlations (⇠21 , ⇠31 ) = (F (⇢21 ), F (⇢31 )) (filled contours, right panels). Bivariate normal approximations are also plotted (solid black contours).
Table 1
Root mean squared errors (RMSEs) of the logarithm of the Bayes factor of H1 against its complement for two estimation
prop
methods, B̂12 , where prior and posterior probabilities that the constraints hold are estimated as the proportion of draws

.Fish
satisfying the constraints, and B̂norm
, where the posterior and prior probabilities were obtained using the normal
12
approximation on the Fisher Z transformed posteriors. In Test I, H1 : ⇢21 < ⇢31 < ⇢32 . In Test II, H1 : ⇢1,pq < ⇢2,pq < ⇢3,pq ,
for all p < q.

Sample size S
RMSE(

prop
log10 B̂12

Test I

)

.Fish
RMSE(log10 B̂norm
)
12

Test II

1e2

1e3

1e4

1e5

1e2

1e3

1e4

1e5

1

.094

.012

.001

.017

.016

1

1

1

1.810

.024

.088

that was discussed in the previous section to efficiently compute
the prior probability that the constraints hold under Hu .
There are examples however where this approximation is
relatively bad. This seems to be especially the case when the correlations are highly correlated. This is for instance the case with
dependent overlapping correlations. To illustrate this, we consider
the prior probability of a specific order of dependent overlapping
correlations in a correlation matrix of dimension P = 6: ⇢21 > ⇢32
> ⇢43 > ⇢54 > ⇢65 (e.g., subsequent repeated measures become
less correlated over time) based on the prior in (7) with  = 0.

.101

.040

.025

.022

Based on 100,000,000 prior draws, the proportion of draws satisfying the constraints was equal to p̂ = .01258791. The probability
that these constraints hold based on independent normal distribution however was equal to 51! ⇡ .008333. The standard error of
this estimate is equal to sp̂ =

q

.01258791⇥(1 .01258791)
100,000,000

= 1.1149e-5,

which implies a standardized difference with the probability based
1/5! p̂
on independent normals of s
⇡ 382. This suggests that the
p̂

normal approximation for estimating the prior probability that
the constraints hold can be quite biased. Thus, when considering
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constraints on correlations with complex correlational structure (such as dependent overlapping correlations) and when
the distribution of the correlations is very diffuse, such as in
the case when  = 0, it is better to estimate the prior
probability as the proportion of prior draws that satisfying
the constraints based on a sufficiently large sample. In most
other cases however the normal approximation is quite accurate. The approximation is also useful to get a quick and
easy estimate of the prior probability and the resulting Bayes
factor.
5.4. Performance of the method
The efficiency of the new estimation method with the normal
approximation was compared with the standard method where
the prior and posterior probabilities were estimated using the proportion of draws satisfying the constraints. Two hypothesis tests
were simulated. In Test I, the Bayes factor was estimated for our
running example of H1 : ⇢21 < ⇢31 < ⇢32 against its complement H2 based on a sample of size n = 30 with (r21 , r31 , r32 ) =
( .4, .2, .8). In this case, the true Bayes factor B12 was estimated
to be equal to 234.7 based on 10,000,000 draws from prior and
posterior. In Test II, three independent populations with three dependent variables were considered, each with different (unknown)
means, µj , standard deviations, j , and correlation matrices Cj ,
i.e., yij ⇠ N (µj , Dj Cj Dj ), where Dj = diag( j,1 , . . . , j,P ), for j =
1, . . . , J, with J = 3 and P = 3. We tested H1 : ⇢1,pq > ⇢2,pq >
⇢3,pq , for all p, q = 1, . . . , P = 3, with p > q, against its complement H2 , where ⇢j,pq denotes the correlation between the p-th and
q-th dependent variable in population j, for a data set with equal
sample correlations rj,pq = .3, for all j = 1, . . . , 3 and p 6= q.
Thus, under H1 it is expected that the correlation of each pair of
dependent variables is largest in population 1, followed by population 2, followed by population 3. This can be seen as a test of an
ordered mediation effect. The true Bayes factor B12 was estimated
to be equal to 1 in this example.
To investigate how many draws are needed in each method to
get an accurate estimate of the Bayes factor, the number of draws
that was used to estimate the prior and posterior probabilities was
varied. In the normal approximation method each constraint was
computed using S, with S = 50, 500, 5000, or 50,000 draws.
In the proportion method the proportion was computed using
the same number draws that were used in total for the normal
approximation method, i.e., S times the number of constraints in
the hypothesis (2 in Test I and 6 in Test II). Appendix C provides the
MCMC algorithm for obtaining posterior draws of the correlations.
The results can be found in Table 1. The following can be
concluded. First, for small S, the new method based on the
normal Fisher approximation results in much smaller RMSEe in
comparison to the proportion method. RMSEs that were equal to
1 can be explained from the fact that no prior draws satisfied
the constraints. This resulted in prior proportions of zero when
S was small. For example in Test II, the prior probability that the
3

constraints hold is exactly equal to 16 ⇡ 4.63e 3 (equal to the
probability when assuming independent normals), and therefore,
large samples are needed to avoid zero estimates. Second, for large
S, we can see a small bias in the normal approximation estimation
method in Test I. This can be explained from the fact that the
prior and posterior covariance structure do not exactly match the
elliptical covariance structure of a normal approximation. Third, it
is important to note that estimating the posterior probability in the
proportion method took considerably more time that the normal
approximation method (approximately 7 times longer in Test I and
4 times longer in Test II). This can be explained from the fact that
sampling posterior draws for the correlation matrix C, using the
algorithm in Appendix B, is more computationally intensive than
sampling from (truncated) normal distributions of ⇠ .
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5.5. Computer program ‘‘BOCOR’’
BOCOR (Bayesian evaluation of Order constraints on CORrelations) is an easy-to-use Fortran 90 software program that allows
researchers to test their order-constrained hypotheses on correlations. The program can be used for testing order constraints on
correlations between dependent variables within groups or across
groups. Each group j = 1, . . . , J, is assumed to come from a multivariate normal distribution, i.e., yij ⇠ N (µj , 6j ), for i = 1, . . . , nj ,
with group dependent mean vector µj and positive definite covariance matrix 6j = Dj Cj Dj with group dependent correlation matrix
Cj and group dependent standard deviations Dj = diag( j ).
All the user needs to specify is the dimension of the dependent variables (P > 1), the number of groups (J
1), the total sample size, the order constraints, the value for  in the prior
for Cj (default  = 0), and whether to use a normal approximation when computing the prior probability Pr(⇢ 2 Ct |Hu ). The
program estimates the prior probability that the constraints hold,
the posterior probability that the constraints hold, it provides the
Bayes factor of the order-constrained hypothesis against the unconstrained hypothesis Btu as the ratio of these probabilities, and
the Bayes factor of the order-constrained hypothesis against its
Pr(⇢2C |Y,H )(1 Pr(⇢2C |H ))
complement Btt 0 = Pr(⇢2Ct |H )(u1 Pr(⇢2C |Yt ,Hu )) . A user manual for BOt u
t
u
COR can be found in Appendix E. The program can be downloaded
from www.jorismulder.com.
6. Empirical applications
Three empirical applications are discussed where order constraints are tested on dependent overlapping correlations, dependent nonoverlapping correlations, and independent correlations,
respectively.
6.1. Dependent overlapping correlations: a multitrait–multimethod
application
In multitrait–multimethod examples, we are interested in
determining the validity of different methods for measuring latent
traits. In the application of Lawler (1967), managers were assessed
on different traits based on different raters. We consider two traits:
Quality (Q) and Ability (A), which were rated by Superiors (S) and
Peers (P). The multitrait–multimethod matrix can be represented
by

2

Superiors

1
Quality
Ability 6 ⇢AS .QS
C=
Quality 4 ⇢QP .QS
Ability
⇢AP .QS

1

⇢QP .AS
⇢AP .AS

Peers

1

⇢AP .QP

3
1

7
5,

where ⇢AP .QS denotes the correlation between the Ability of a
manager rated by Peers and Quality of a manager rated by
Superiors. One of the conditions for construct validity as proposed by Campbell and Fiske (1959) is whether the monotrait–
heteromethod correlations (⇢QP .QS and ⇢AP .AS ) are larger than
the heterotrait–monomethod correlations (⇢AS .QS and ⇢AP .QP ) and
whether the heterotrait–monomethod correlations are larger then
the heterotrait–heteromethod correlations (⇢AP .QS and ⇢QP .AS ). In
the application of Lawler, this corresponds to a hypothesis test of

⇢

H1 : (⇢QP .QS , ⇢AP .AS ) > (⇢AS .QS , ⇢AP .QP ) > (⇢AP .QS , ⇢QP .AS )
H2 : ‘‘not H1 ’’.

The sample estimates for these data were equal to (⇢QP .QS , ⇢AP .AS ,
⇢AS .QS , ⇢AP .QP , ⇢AP .QS , ⇢QP .AS ) = (.65, .52, .53, .56, .42, .38) based
on n = 113. BOCOR resulted in estimates of Pr(⇢ 2 C1 |Hu ) =
.00793 and Pr(⇢ 2 C1 |Y, Hu ) = .177, resulting in B12 = 26.9 and
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posterior probabilities Pr(⇢ 2 C1 |Y) = .96 and Pr(⇢ 2 C2 |Y) =
.04. Hence there appears to be ‘strong’ evidence for construct validity based on this Bayesian hypothesis test, where the interpretation
of the Bayes factor was based on the guidelines noted by Jeffreys
(1961) and Kass and Raftery (1995). Preacher (2006) discussed a
classical significance hypothesis test of a null hypothesis where
these correlations are equal. His analysis resulted in a rejection of
the null hypothesis test that the correlations are equal. Note that
our method provides more information than the null hypothesis
test because rejection of the null hypothesis does not directly imply that the order constraints for construct validity are supported
by the data.
6.2. Dependent nonoverlapping correlations: repeated measures
In 1986, the Peabody Individual Achievement Test (PIAT; Dunn
& Dunn, 1981) was administered every 2 years by the National
Longitudinal Survey of Youth (NLSY; Bureau of Labor Statistics,
2000) to measure scholastic abilities of children, such as Mathematics (M), Reading Recognition (R), and Reading Comprehension
(C). Here, the raw ability scores result in the following sample correlation matrix (n = 997),
M
R
C
M
C

=

R
C
M
R
C

2
6
6
6
6
6
6
6
6
6
4

1986

1988

1990

3

1

.865

1

.870

.928

1

.772

.748

.732

1

.726

.813

.768

.766

1

.710

.765

.745

.753

.875

1

.643

.629

.614

.755

.678

.672

1.000

.590

.667

.627

.671

.833

.770

.699

1.000

.534

.571

.550

.623

.706

.705

.665

.814

1.000

7
7
7
7
7
7.
7
7
7
5

For example, the correlation between children’s reading recognition in 1986 and the children’s mathematics scores in 1986
equaled ⇢R86.M86 = .865 and the correlation between reading recognition in 1986 and reading recognition in 1990 equaled
⇢R86.R90 = .667.
Here we investigate whether the correlations between the three
abilities decrease over time, i.e.,

(
⇢R86.M86 > ⇢R88.M88 > ⇢R90.M90
H1 : ⇢C 86.M86 > ⇢C 88.M88 > ⇢C 90.M90 ,
⇢R86.C 86 > ⇢R88.C 88 > ⇢R90.C 90

which suggests that the abilities develop independently of each
other, or whether the correlations between the three abilities
increase over time, denoted by H2 (with ‘‘<’’ signs substituted for
the ‘‘>’’ signs in H1 ), and, for completeness, H3 : ‘‘not H1 , H2 ’’,
which does not assume that the correlations between the abilities
strictly increase or decrease. The sample correlations already
suggest evidence for H1 . BOCOR provided Bayes factors of each
hypothesis against the unconstrained hypothesis of B1u = ..999
=
005

213.3, B2u = ..000
= 0, and B3u = ..001
= .001. Subsequently,
005
990
posterior model probabilities are computed based on these Bayes
factors to get a clear view of the relative measures of posterior
support for all hypotheses. Equal prior model probabilities are
used: Pr(H1 ) = Pr(H2 ) = Pr(H3 ) = 13 . The posterior model
probabilities are then equal to Pr(H1 |Y) > .999, Pr(H2 |Y) <
.001, and Pr(H3 |Y) < .001, which clearly indicates overwhelming
evidence for hypothesis H1 , which implies that the correlations
between the abilities decrease over time.
6.3. Independent correlations: testing an ordered moderator effect
In the study of van de Schoot, van der Velden, Boom, and
Brugman (2010), researchers were interested in understanding

anti-social behavior of adolescents and its relation to socio-metric
status. One of the interests was how socio-metric status moderates the association between overt anti-social behavior, which
is characterized by direct aggression such as fighting, and covert
anti-social behavior, which is characterized by a ‘low-cost’ way of
harming others such as damaging relationships. Adolescents were
divided in five different socio-metric status groups: (1) ‘popular’, (2) ‘rejected’, (3) ‘neglected’, (4) ‘controversial’, and (5) ‘average’. We consider five hypotheses, each hypothesis assumes
that a different group has the strongest association between
overt and covert anti-social behavior, i.e., H1 : ⇢1 > (⇢2 , ⇢3 ,
⇢4 , ⇢5 ), . . . , H5 : ⇢5 > (⇢1 , ⇢2 , ⇢3 , ⇢4 ), where ⇢t is the correlation between covert and overt behavior in group t (formally we
should have denoted this by ⇢t ,21 ). Note that the ⇢ ’s are independent because the groups are modeled as independent populations.
Because of this independence, the prior probabilities that the constraints under Ht hold under Hu are all equal to 15 . Consequently,
when assuming that Pr(Ht ) = .2, for t = 1, . . . , 5, the posterior
model probability of a hypothesis is equal to the posterior probability that the constraints under a hypothesis hold, i.e., Pr(Ht |Y) =
Pr(⇢ 2 Ct |Y, Hu ). BOCOR provided posterior probabilities of .052,
.031, .037, .870, .010 for H1 to H5 , respectively. Thus, there is relatively strong evidence for H4 that the association between covert
and overt anti-social behavior is largest for the ‘controversial’ status group.
7. Conclusions
This paper showed how Bayes factors and posterior model
probabilities can be used to quantify the relative evidence between
hypotheses with order constraints on correlations. A joint prior
was used for the unstructured correlation matrix that resulted in
beta( 12 , 12 ) distributions on the interval ( 1, 1) for the marginal
priors of the separate correlations. These marginal priors were
invariant of the dimension of the correlation matrix. Furthermore,
this prior resulted in the least amount of shrinkage and therefore
in most evidence towards an order-constrained hypothesis that is
supported by the data.
The posterior probability that the order constraints hold was
needed to compute the Bayes factor. For this purpose, a Fisher
Z transformation was applied to the posterior of the correlations
which can be well approximated using a normal distribution.
Based on this approximation, an efficient method was developed
for computing the posterior probability that the constraints of
a hypothesis hold. Based on numerical checks we showed that
the method can also be used for estimating the prior probability
that the constraints hold although there might be a small bias.
The methodology was implemented in a freely downloadable
software program, referred to as ‘‘BOCOR’’. This program allows
substantive researchers to directly test their order-constrained
hypotheses on correlations for various applications, such as
multitrait–multimethod applications, repeated measures studies,
or when testing ordered moderator effects.
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Appendix A. Derivation of the Bayes factor
The Bayes factor is derived for an order-constrained hypothesis
Ht : ⇢ 2 Ct , with Ct = {⇢|Wt ⇢ > wt & C is pos. def.}
against the unconstrained hypothesis Hu : ⇢ 2 Cu , with Cu =
{⇢|C is pos. def.} when using the encompassing prior approach,
which is possible because Ct ⇢ Cu . Thus, the prior under Ht ,
⇡t (µ, , ⇢), is a truncation of the unconstrained (or encompassing)
prior under Hu , ⇡u , to the constrained space of Ht , i.e., ⇡t (µ, , ⇢) =
⇡u (µ, , ⇢)ICt (⇢)/RPr(⇢ 2 Ct |Hu ), where the prior probability
Pr(⇢ 2 Ct |Hu ) = C ⇡u (⇢)d⇢ serves as normalizing constant, and
t
I (·) is the indicator function. Further note that the likelihood under
Ht is a truncation of the likelihood under Hu to the constrained
space of Ht , i.e., ft (Y|µ, , ⇢) = fu (Y|µ, , ⇢)ICt (⇢). Therefore, the
hypothesis index u is omitted in the likelihood functions. The Bayes
factor can then be derived as follows (e.g., Mulder, 2014b),
Btu =

=
=
=

RRR

⇢2Ct

f (Y|µ, , ⇢)⇡u (µ, , ⇢)1Ct (⇢)dµd d⇢/Pr(⇢ 2 Ct |Y, Hu )

RRR

⇢2Cu

1

Pr(⇢ 2 Ct |Hu )
1

Pr(⇢ 2 Ct |Hu )
1

ZZZ
ZZZ
Z

f (X|µ, , ⇢)⇡u (µ, , ⇢)dµd d⇢

⇢2Ct

RRR

⇢2Cu

f (Y|µ, , ⇢)⇡u (µ, , ⇢)

f (Y|µ, , ⇢)⇡u (µ, , ⇢)dµd d⇢

dµd d⇢

⇡u (µ, , ⇢|Y)dµd d⇢
⇢2Ct

Pr(⇢ 2 Ct |Hu ) ⇢2Ct

⇡u (⇢|Y)d⇢ =

Pr(⇢ 2 Ct |Y, Hu )

R

Pr(⇢ 2 Ct |Hu )

(10)

,

where Pr(⇢ 2 Ct |Y, Hu ) = ⇢2C ⇡u (⇢|Y)d⇢ is the posterior
t
probability that the constraints hold.
Appendix B. Sampling of the correlation matrix
Prior sampler for C. The prior in (7) of Barnard et al. (2000)
was obtained by integrating the standard deviations out of the
covariance matrix 6, which has an inverse Wishart prior with an
identity scale matrix IP and degrees of freedom P +  . For this
reason, prior draws of C can be obtained as follows.
1. Obtain a (P + ) ⇥ P matrix, Z(s) , where each row is a draw from
N (0, IP ).
(s)
2. Compute 6(s) = (Z0 Z(s) ) 1 , which is a draw from an inverse
Wishart distribution with scale matrix IP and P +  degrees of
freedom (e.g., Gelman, Carlin, Stern, & Rubin, 2004).
3. Compute C(s) = [diag( (s) )] 1 6(s) [diag( (s) )] 1 , where are
the square roots of the diagonal elements of 6.
4. Repeat Steps 1 to 3 for s = 1, . . . , S.
MCMC sampler for µ, , and C. Posterior draws from the joint
posterior of (µ, , C) can be obtained by sequentially sample from
the conditional posteriors. ML estimates are chosen for the initial
values for the parameters. The Markov chain Monte Carlo scheme
can then be written as follows.
1. Initialize µ(0) = ȳ, (0) = ˆ , and C(0) = Ĉ.
2. Sample µ(s) ⇠ N (ȳ, 6(s 1) ), where 6(s
C(s 1) diag( (s 1) ).
3. Sample each

(s)

p

given µ(s) ,

(s)

1

,...,

(s)

p

1)

1,

= diag(

(s 1)

(s 1)
p+1 , . . . ,

(s 1)

P

)
,

C(s 1) , using the Metropolis–Hastings step provided below, for
p = 1, . . . , P.
4. Sample C(s) given µ(s) and (s) using the Metropolis–Hastings
step given below.
5. Repeat Steps 2 to 4 for s = 1, . . . , S.
Posterior sampling for p . A draw for the p-th standard deviation
p given µ, C, and the remaining standard deviations
p can be
obtained as follows (Liu & Daniels, 2006).

 0, then p(s) = p⇤ , else go to
P
1
1 2
2
1
✏ [C 1 ]pp and bp =
]pp0 ,
p0 6=p ✏pp0 p0 [C
2 pp
2
0
0 0
where ✏pp0 , is the (p, p )-th element of (Y 1n µ ) (Y 1n µ0 ).

1. Draw p⇤ ⇠ N (
step 2.
2. Compute ap =

(s 1)
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p

, ⌧ 2 ). If

(s)
⇤
p
p with acceptance probability
(s 1)
⇤
⇡ ( p |ap ,bp )⇡ ( p
)
n +1
, where
p ap b p
(s 1)
p
⇡( p
|ap ,bp )⇡ ( p⇤ )

3. Set the s-th draw to

✓

↵2 = min 1,
n
o
ap

exp

2
p

⇤

p

bp

p

, else set

=

(s)

p

◆

=

⇡( | ,

(s 1)

p

)=

.

Posterior sampling for C. Liu and Daniels (2006) described an
efficient Metropolis–Hastings method for a sampling correlation
matrix from its conditional posterior for any given prior on C. Here
we apply the method using the prior in (7), which is referred to
as the ‘target prior’. The basic idea is to first draw a candidate
covariance matrix from an inverse Wishart distribution based
on the data and a conjugate ‘candidate prior’, then extract the
correlation matrix from this covariance matrix, and then accept the
candidate draw with a probability based on a Metropolis–Hastings
step where we correct for the fact that the candidate prior differs
from the target prior.
Assume that µ, , and the previous draw C(s 1) are given, the
s-th posterior draw for C can then be obtained as follows.
1. Compute the n ⇥ P matrix of errors E = (Y p
1n µ0 )D, where D
P
is a diagonal matrix with elements Dpp = 1/
µp )2 ,
i (Yip
for p = 1, . . . , P.
2. Then draw a candidate covariance matrix 6⇤ ⇠ inv-W (S, ⌫),
with ⌫ = n degrees of freedom and scale matrix S =
V 1 E0 EV 1 , where V is a diagonal matrix with elements V =
diag( ).
3. Extract the candidate correlation matrix C⇤ from the candidate
covariance matrix 6⇤ using (1).
4. Set the s-th⇣ draw to C(s) = C⇤⌘with acceptance probability
⇡ (C⇤ |)⇡ucand (C(s 1) )
1) |)⇡ cand (C⇤ )
u
u

↵1 = min 1, ⇡u (C(s

, else set C(s) = C(s

(conjugate) candidate prior is given by ⇡

cand
u

(C) / |C|

1)

. The

P +1
2

.

Appendix C. Sampling distribution of r given ⇢
Johnson and Kotz (1970) provided an expression of the
sampling distribution which illustrates the similarity of the role
of the true correlation ⇢ and the sample correlation r in the
distribution
p(r |⇢) =

⇢ 2 )(n 1)/2 (1 r 2 )(n
⇡ (n 3)!
(
)
1
cos ( ⇢ r )
⇥ p
.
1 (⇢ r )2
(1

4)/2

dn

2
n 2

d(⇢ r )

Appendix D. Estimating the posterior probability based on the
normal approximation
Wt has full row rank. First, 10,000 posterior draws are obtained
for ⇢ using the algorithm in Appendix B. Second, these posterior
(s)
draws are transformed to the Fisher Z space, ⇠ , using (9), e.g., ⇠21 =
(s)

F (⇢21 ). Third, the posterior mean m̃ and covariance matrix Ṽ of
d

⇡u (⇠|Y) ⇡ N (m̃, Ṽ) are estimated using least squares estimates,
which are then transformed to m = Wt m̃ and V = W0t ṼWt .

This transformed covariance matrix is positive definite because
Wt is of full row rank. The posterior probability then becomes
d

Pr(Wt ⇠ > wFt |Y) = Pr(⌘ > wFt |Y), where ⇡u (⌘|Y) ⇡ N (m, V)
and wFt = F (wt ), the vector of Fisher transformed constants.
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The posterior probability of ⌘ > wFt is first split in separate
(conditional) posterior probabilities, as was suggested by Mulder
et al. (2012),
Pr(⌘ >

wFt

F
t ,1

F
t ,2

F
t ,1

|Y) = Pr(⌘1 > w |Y) ⇥ Pr(⌘2 > w |Y, ⌘1 > w )
⇥ · · · ⇥ Pr(⌘K > wtF,K |Y, ⌘1 > wtF,1 , . . . , ⌘K

> w

F
t ,K

1

1

(11)

).

Because the posterior of ⌘ is (approximately) multivariate normal,
the first marginal probability equals Pr(⌘1 > wtF,1 |Y) =

✓

1

wtF,1 m1
p
V11

◆

where

denotes the standard normal cdf.

Furthermore, the linear transformation allows us to use the
estimation method noted by Morey et al. (2011) for obtaining the
conditional probabilities of ⌘k > wtF,k |Y, ⌘1 > wtF,1 , . . . , ⌘k 1 >

wtF,k

1 via a Monte Carlo estimate of conditional probabilities,
which can be computed at every Gibbs iteration,

Pr(⌘k > wtF,k |⌘1 > wtF,1 , . . . , ⌘k

⇡S

1

S
X
s =1

(s)

Pr(⌘k > wtF,k |⌘

k

1

> wtF,k 1 )

k

for k0 = 1, . . . , k

1, and the remaining elements of

(⌘k(s+) 1 , . . . ,

⌘K(s) ), are drawn from the unconstrained conditional distributions,
(s)
for k = 2, . . . , K . Note here that Pr(⌘k > wtF,k |⌘ k ) can be obtained
analytically because ⌘k |⌘ k has a normal distribution (e.g., Gelman
et al., 2004 pp. 578–589).

Wt does not have full row rank. The above method cannot be used
when Wt is not of full row rank, because then the covariance matrix
W0t ṼWt is not positive definite. In the set of order constraints,

8
⇠
>
< 1
⇠1
(⇠1 , ⇠2 ) > (⇠3 , ⇠4 ) ,
>
:⇠2
⇠2

9
> ⇠3 >
=
> ⇠4
> ⇠3 ;
>
> ⇠4

, W1 ⇠ > 0,

2

1
61
W1 = 4
0
0

0
0
1
1

1
0
1
0

3

0
17
,
0 5
1

the matrix Wt has rank 3, and therefore, Wt is not of full row
rank. In this case, we can partly use the efficient method discussed
in the above subsection. First a one-to-one transformation W⇤t is
designed by taking the maximal number of rows of Wt that results
in a matrix of full row rank, and add additional rows that results in
a one-to-one transformation. For example,

2

1
61
⇤
W1 = 4
0
0

0
0
1
0

1
0
1
0

3

0
17
.
0 5
1

The software package BOCOR can be downloaded from
www.jorismulder.com. The folder consist of four text files,
i.e., BOCOR_input.txt, BOCOR_output.txt, order_constraints.txt, and
data.txt, and an executable file BOCOR.exe. BOCOR can be run by
double clicking ‘BOCOR.exe’. This manual describes how to specify
the input and data files and how to read the output file. First, the
underlying model is described.
Parameterization
It is assumed that the data came from a multivariate normal
distribution with dimension P. In the case of multiple groups, say
J, it is assumed that each group has its own mean vector µj , its
own vector with standard deviations j , and its own correlation
matrix Cj , with distinct correlations ⇢j , for j = 1, . . . , J, i.e, yj ⇠
N (µj , 6j ), where 6j = diag( j )Cj diag( j ). The correlation ⇢jp1 p2
represents the correlation in group j between the p1 -th and the p2 th dependent variable.
Input file

),

= (⌘1 , . . . , ⌘k 1 , ⌘k+1 , . . . , ⌘K )0 equals ⌘ with ⌘k
(s)
(s)
excluded, the s-th draws (⌘1 , . . . , ⌘k 1 ) are drawn conditionally
from their truncated normal posteriors in the interval (wtF,k0 , 1),
where ⌘

Appendix E. User manual for BOCOR

Consequently, ⌘ = W⇤1 ⇠ = (⇠1
⇠3 , ⇠1 ⇠4 , ⇠2 ⇠3 , ⇠4 ) has a
multivariate normal distribution with positive definite covariance
matrix. Furthermore, the linear constraints in this transformation
are given by W1 ⇠ > 0 , W1 [W⇤1 ] 1 ⌘ > 0 , ⌘1 > 0, ⌘2 >
0, ⌘3 > 0, ⌘1 +⌘2 +⌘3 > 0. Hence, we can use the above method
for computing the joint probability of (⌘1 , ⌘2 , ⌘3 ) > 0, while the
fourth constraint ⌘1 + ⌘2 + ⌘3 > 0|(⌘1 , ⌘2 , ⌘3 ) > 0 can be
estimated from the proportion of draws satisfying the constraints,
where ⌘1 , . . . , ⌘3 are drawn from their truncated posteriors in the
interval (0, 1).

This input file ‘BOCOR_input.txt’ has the following layout.
Input 1 :

dimension (P )

#groups

sample size (N )

iseed

2

5

1179

12, 345

Input 2 :

#order constr

#iterations

4

1000

kappa (prior df = P + kappa)

0

normal approx.
1.

In the row ‘Input 1’, the number of dependent variables P, the
number of groups ‘# groups’, the sample size N, and an ‘iseed value’
must be specified. The ‘iseed value’ is necessary for specifying the
random number generator in the MCMC algorithm in BOCOR. In
the row ‘Input 2’, the number of order constraints, the number of
iterations for estimating each constraint, the prior hyperparameter
 in the unconstrained prior for the correlation matrix (7) (which
is set to  = 0 by default), and a value which specifies whether
the prior probability that the constraints hold is estimated using
a normal approximation need to be specified. If this latter option
is set to 1, the normal approximation is used. Note that there may
be a slight bias between the estimated Bayes factor and the true
Bayes factor, as was discussed in Section 5.2. By setting this value
to another value than 1, the prior probability is computed as the
proportion of draws satisfying the constraints where the value
corresponds to the number of draws that are used for this estimate.
For example if it is set to 100,000, the prior probability that the
constraints hold is estimated as the proportion of 100,000 draws
satisfying the constraints. In this case, a 95% confidence interval is
given that takes the MCMC estimation error into account, similar
as in BIEMS (Mulder et al., 2012).
Order constraints
The order constraints of the hypothesis of interest must be
specified in the file ‘order_constraints.txt’. Two different types of
constraints can be formulated: (I) ⇢j,pq > ⇢j0 ,p0 q0 or (II) ⇢j,pq > w ,
with j, j0 = 1, . . . , J and p, p0 , q, q0 = 1, . . . , P. Each row consists
of 6 numbers which represents a specific order constraint. An
example of a constraint of type I is ⇢1,23 > ⇢2,23 , i.e., the correlation
in group 1 between the 2nd and 3rd dependent variable is expected
to be larger than the correlation in group 2 between the 2nd and
3rd dependent variable, which is coded as ‘1 2 3 2 2 3’. Or the
constraint of type II ⇢1,23 > 0.5 (⇢1,23 < 0.5), i.e., the correlation in
group 1 between the 2nd and 3rd dependent variable is expected to
be larger (smaller) than 0.5, is coded as ‘1 2 3 0 1 0.5’ (‘1 2 3 0 -1 0.5’).
Thus, if a code has a 0 for the 4th element, it represents a constraint
of type II where a ‘1’ for the 5th element represents a ‘>’ sign and
a ‘ 1’ represents a ‘<’ sign, and the 6th element represents the
constant w with which the correlation ⇢jp1 p2 is compared.
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Data file
The data file ‘Data.txt’ should contain the observations i =
1, . . . , n in the rows and the outcomes of the dependent variables
p = 1, . . . , P in the columns. In each row the values must be
separated with a ‘space’ or ‘tab’. In the last (P + 1)-th column of
row i, the group number of observation i is set. If there is only one
group, this group column is not read by the program.
Output file
After BOCOR is finished with the computation, the outcomes are
specified in the file ‘BOCOR_output.txt’. The estimate of the prior
probability that the constraints of the hypothesis holds is then
given, followed by the posterior probability that the constraints
hold, the Bayes factor of the constrained hypothesis against the
unconstrained hypothesis, Btu , which is equal to the ratio of
these probabilities, the Bayes factor of the constrained hypothesis
against its complement Ht 0 : ‘‘not Ht ’’, Btt 0 , the sample estimates of
the correlation matrices, and finally the lower and upper bounds
of the 95%-credibility intervals are given for all correlations.
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